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ABSTRACT
We present a passive reconfigurable intelligent surface (RIS)-
assisted beamforming system operating at 900 MHz, en-
hanced with vision-based environmental sensing for real-
time adaptation of the reflected beam direction. In our setup,
the RIS enables signals from a given transmitter to reach
a mobile user by setting the appropriate weights for the
RIS elements in real time. To handle dynamic conditions,
we deploy an 8-bit Integer (INT8) quantized Convolutional
Neural Network (CNN) at the receiver smartphone that uti-
lizes images from the camera to infer the optimal RIS beam
index given the transient angular difference between the
RIS and the smartphone. By using such an out-of-modality
image sensor, we avoid an exhaustive search through the
entire codebook of beams. We demonstrate the system on
Qualcomm’s Snapdragon 8 Gen 3 mobile platform hardware
with CNN optimization through the open source AI Model
Efficiency Toolkit (AIMET). Our demo reveals that carefully
optimized machine learning models at the network edge
can enable low-latency and computationally efficient RIS
beamforming for practical wireless deployments.
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1 INTRODUCTION
Maintaining reliable links under mobility is a critical chal-
lenge, particularly in mmWave and multi-antenna sub-6 GHz
band networks that rely on focusing the signal towards the
target receiver through a process called beamforming. For
situations when there is non-line-of-sight between the trans-
mitter and the end receiver, Reconfigurable Intelligent Sur-
faces (RIS) offer a promising solution by dynamically shaping
the wireless propagation environment and reflecting the in-
cident signal differently over time.

Figure 1: Quantized vision model running on the edge
device, combining angular feedbackwith vision-driven
inference to ensure fast adaptation and consistent per-
formance in dynamic indoor settings.

Conventional RIS beamforming relies on exhaustive Re-
ceived Signal Strength (RSS) measurements over all beams in
a predefined codebook [1], a latency-heavy process that can
exceed channel coherence time in mobile scenarios, caus-
ing beam misalignment. To address this limitation, we de-
velop an image-assisted RIS beamforming framework (Fig. 1)
that eliminates exhaustive RSS sweeps by leveraging vision-
driven inference. A camera-equipped user device emulated
using Qualcomm’s Snapdragon 8 Gen 3 Hardware Devel-
opment Kit (HDK) captures real-time frames through its
rear camera. A lightweight CNN classifies optimal beam in-
dex based on each frame into one of eight predefined beam
classes, corresponding to specific elevation–azimuth pairs
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Figure 2: (a) Experimental setup with RIS, transmit-
ter (Tx), receiver (Rx), and obstacle, (b) Snapdragon
gen3 mobile kit hardware powered up and mounted
on turtle bot, (c) Mobile kit with rear-camera card for
real-time optimal beam prediction.

between the device and the RIS. The predicted beam index
is sent as a one-time feedback message to the RIS controller,
substantially reducing control overhead and selection latency
while maintaining robust alignment in dynamic scenarios.

The CNN model is fine-tuned for the task and quantized
from 32-bit floating point (FP32) to INT8 using the AIMET,
reducing its size from 334.2 MB to 84.6 MB (∼4× smaller)
with under 4% accuracy loss. This enables 5 ms inference for
the 8-beam class codebook directly on the HDK, supporting
low-energy, real-time RIS adaptation suitable for mobile and
latency-sensitive deployments.

2 SYSTEM ARCHITECTURE
The architecture of our proposed Camera-aided RIS layout is
shown in Fig. 2.

•Transmitter & RIS: As shown in Fig. 2(a), the transmit-
ter (USRP X310) is co-located with a custom 5×5 RIS, both
controlled by a host laptop through an Arduino Mega 2560.
Each RIS element supports four phase states {0, 𝜋/2, 𝜋, 3𝜋/2}
through delay lines. The X310 emits a 900 MHz sinusoid to
the RIS for beam steering, with an Arduino R4 enabling BLE
feedback from the receiver for real-time configuration.

•Receiver System: A mobile TurtleBot carries an In-
tel NUC for control, a Snapdragon 8 Gen 3 HDK (Fig. 2b)
with a rear-camera card (Fig. 2c) for image capture/inference,
and a USRP B210 for RSS measurements.

•Data Collection: We move a robotic platform (Turtle-
bot) carrying the smartphone to different locations within
a 180◦ field of view from the RIS, positioning it at various

points and iterating through the eight distinct RIS beam
steering angles such as (45, 64, 74, 84, 96, 106, 116, and 135)◦
respectively. Based on each TurtleBot position and RIS beam
configuration, we captured multiple images of the RIS along
with the corresponding RSS measurements. In total, we col-
lected a 5 GB dataset comprising 1,400 samples, which were
split into 70/20/10 for training, testing, and validation, respec-
tively. Movement, RIS control, and logging are coordinated
with SSH from a custom GUI.

•Model Architecture:
Tomaximize RSS, we adopt the ConvNeXt architecture [2],

amodernized convolutional network inspired by Transformer
design, pre-trained on the ImageNet dataset. We fine-tune it
to classify 224×224 bitmap images captured by the receiver’s
camera into one of eight beam classes, each representing a
specific elevation–azimuth combination. Unlike approaches
that estimate the beam angle and then beamform, we di-
rectly predict the optimal beam index, ensuring robust RSS
even in reflective or obstructed environments. The model
is quantized from FP32 to INT8 using Qualcomm’s AI Hub
pipeline, enabling efficient real-time inference on the Snap-
dragon 8 Gen 3 HDK with reduced size and latency.

3 DEMONSTRATION
Our demonstration showcases a camera-guided RIS beam-
forming system for indoor environments, enabling real-time
beam selection via a CNN on the Snapdragon 8 Gen 3. By
combining one-time angular feedback with vision-based in-
ference, it avoids iterative RSS sweeps and achieves sub-5
ms latency across eight beam options. The focus is on the
inference stage, highlighting the efficiency of the quantized
model on the edge device. Attendees can interact with the
TurtleBot, view live camera feeds, and observe the RIS in ac-
tion. The setup includes a custom 5×5 RIS, USRPs, Arduinos,
a Snapdragon HDK, and laptops, requiring a 4×4 m area and
about 30 minutes for installation.
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