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Abstract—Machine learning (ML) models trained on synthetic
waveform data frequently fail to generalize when deployed over
the air (OTA), where unpredictable channel impairments—such
as carrier frequency offset (CFO) and varying signal-to-noise
ratio (SNR)—alter signal characteristics in ways not captured
by controlled lab environments. In this paper, we systematically
isolate and examine two principal drivers of this simulation-
to-real gap: CFO and SNR degradation. We conduct tightly
controlled OTA experiments using physically-induced frequency
mismatches and two distinct methods of lowering SNR (transmit-
side attenuation versus noise-floor elevation) to reveal how
each approach affects classification accuracy in a simple con-
volutional neural network. Our results show that frequency-
shift augmentation significantly improves CFO robustness, and
augmenting the training data with broader SNR ranges yields
up to a 39% increase in accuracy at 0dB over a baseline model.
Surprisingly, the same classification trends appear when lowering
SNR either by reducing transmit power or injecting Gaussian
noise, underscoring that the net SNR range, rather than the
mechanism of achieving it, primarily governs model performance.
Finally, we publicly release our OTA datasets to encourage
reproducible experimentation and continued refinement of RF
data augmentation strategies.

Index Terms—explainable artificial intelligence, data augmen-
tation, waveform classification

I. INTRODUCTION

Modern wireless communication systems are increasingly
leveraging machine learning (ML) to tackle complex tasks
such as waveform classification, interference mitigation, and
spectrum management. However, a persistent challenge re-
mains: models trained on synthetic or laboratory data often
experience a significant performance drop when deployed
over the air (OTA) due to the inherent distribution shift
between the training and real-world environments. This gap
is largely driven by uncontrolled channel impairments, such
as (i) frequency offsets, variable signal-to-noise ratios (SNR),
multipath fading, and (ii) receiver hardware-centric filtering
effects. Synthetically generated datasets do not capture these
additional distortions which are present in the real world
training distributions.
• Problem. In contrast to domains like image recognition,
speech recognition, and natural language processing—which
have benefited tremendously from large-scale, general-purpose

datasets such as ImageNet [1], LibriSpeech [2], and massive
text corpora [3]—the Radio Frequency (RF) domain lacks
standardized benchmarking. The absence of a broad, diverse
RF corpus makes it considerably more challenging to de-
velop ML models that are robust under the complexities of
real-world wireless channels. These types of general-purpose
datasets require considerable time and funding, which can
be prohibitive to many research institutions. In the absence
of general-purpose datasets collected from field deployments,
data augmentation offers a valuable tool. It allows the op-
portunity to emulate specific channel impairments and to
systematically dissect the wireless channel problem to see
which aspects are the most challenging. This enables interim
research towards improvements in normalization techniques,
data preprocessing strategies, and even the development of
advanced model architectures.
• Solution. While creating large-scale, real-world RF datasets
remains an ongoing challenge, data augmentation offers a
practical, interim strategy. By enriching synthetic training
data with targeted channel impairments, researchers can more
closely match the conditions seen in real-world deployments,
thus reducing the simulation-to-OTA gap until comprehensive
datasets become available. In this paper, we build upon earlier
observations in [4]–[6] by systematically isolating two crucial
wireless channel components—carrier frequency offset and
SNR variation—and subjecting each to controlled over-the-
air experiments. Through deliberate frequency mismatches,
we show that augmenting training data with frequency-
shifted copies significantly improves classifier resilience to
CFO. Similarly, we investigate two distinct paths to low-
ering SNR—transmit-side attenuation and noise-floor injec-
tion—finding that each, when introduced via data augmen-
tation, boosts classification performance at low SNR levels.
Notably, we report up to a 39% gain at 0dB SNR relative
to a baseline network. To encourage broader adoption of
these techniques, we publicly release our dataset to enable the
community to evaluate new model architectures on common
benchmarks.
• Contributions. In this work, we build on existing insights
by conducting controlled over-the-air experiments focused on
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two key impairments—frequency offset and SNR variation—
thereby providing a more fine-grained understanding of how
data augmentation can bridge the simulation-to-real gap.
Specifically, we make four main contributions:

• CFO Isolation: We systematically examine how even
modest carrier frequency offsets (∆f ) can degrade OTA
classification, and show that frequency-shift augmentation
effectively mitigates these errors. This reinforces prior
observations [6] by demonstrating significant gains over
a range of CFO offsets in a real-world scenario.

• Two Approaches to SNR Reduction: We investigate
two physically distinct methods for lowering the received
SNR—(i) decreasing transmit power via attenuators and
(ii) raising the noise floor through a wideband Gaussian
noise (WGN) transmitter. In each case, augmenting the
training data with realistic low-SNR samples improves
the model’s robustness. This improved models operation
at 0dB by 39% in reference to the baseline without
augmentation.

• Public Dataset Release: We publicly release the syn-
thetic training set and OTA test data from our experi-
ments, enabling other researchers to evaluate novel model
architectures under controlled conditions.

II. RELATED WORK

Recent studies have explored the potential of data aug-
mentation to bridge the gap between synthetic training and
real-world OTA performance. Clark et al. [5] showed that a
classifier trained exclusively on clean synthetic data experi-
ences a significant accuracy drop when deployed in realistic
environments. Their work highlighted that incorporating simu-
lated channel degradations—such as frequency offsets, fading,
and noise—into the training process markedly improves OTA
performance, albeit with a persistent gap compared to models
trained on real data.

O’Shea et al. [4] trained deep neural networks on syn-
thetic waveforms augmented with impairments like carrier
frequency offset and multipath fading. Their experiments,
which tested models on OTA captures, revealed that while
augmentation improved performance, a residual simulation-
to-real gap remained. Notably, they also demonstrated that
a small amount of OTA fine-tuning could partially recover
lost accuracy, underscoring the importance of aligning training
conditions with real-world channel characteristics.

Scholl [6] provided one of the most systematic investi-
gations into the role of individual channel impairments. By
decomposing the wireless channel into components such as
frequency offset, SNR range, receiver filtering, and multipath
fading, Scholl quantified the impact of each factor. The results
showed that augmentations—particularly those addressing fre-
quency offset and fading—are critical to achieving high OTA
accuracy (up to 95%) when training solely on synthetic data.
At the same time, certain augmentations (e.g., phase shifts and
slight sampling rate mismatches) yielded marginal benefits.

In contrast to these studies, we take the “train-on-synthetic,
test-on-OTA” paradigm one step further by separating each

major channel impairment during both training and testing.
Rather than blending multiple augmentations, we conduct
dedicated real-world experiments where (1) CFO is intro-
duced through deliberate mismatches between transmitter and
receiver center frequencies, and (2) SNR is selectively low-
ered either by attenuating transmit power or by raising the
noise floor with an additional WGN source. By holding the
transmitter–receiver geometry constant in each test, we ensure
that SNR and CFO are the only significant variables. This
controlled setup provides a more transparent attribution of
accuracy gains to specific augmentation strategies than have
been demonstrated in prior work. Consequently, we build
directly on the insights of [6], [4], and [5] but offer a finer-
grained look at how certain augmentations succeed or fail
under genuine OTA conditions.

III. METHODOLOGY

In this section, we describe our overall approach to gener-
ating synthetic data, applying targeted data augmentation, and
training a simple convolutional neural network (CNN) for RF
modulation classification. Our primary goal is to isolate the
effects of two major wireless channel impairments—carrier
frequency offset and signal-to-noise ratio degradation—by
incorporating them in the training data and in controlled over-
the-air testing. Prior literature has identified these impairments
as major contributors to the simulation-to-real gap; thus, our
methodology focuses on these two factors.

A. Dataset Generation

The synthetic dataset is generated using the Communica-
tions Toolbox™ [7], from The Mathworks, Inc. , and consists
of eight waveform types. Table I lists the modulation types
and key signal parameters used for downstream classification
training. For each modulation type, 10,000 frames are gener-
ated, where each frame consists of 1024 samples at a sample
rate of 200 kHz. All types use eight samples per symbol, and
the center frequency is set to 902 MHz.

TABLE I
WAVEFORM TYPES AND SIGNAL PARAMETERS

Modulation Type Samples per Symbol Center Frequency
BPSK 8 902 MHz
QPSK 8 902 MHz
8-PSK 8 902 MHz
16-QAM 8 902 MHz
64-QAM 8 902 MHz
PAM4 8 902 MHz
GFSK 8 902 MHz
CPFSK 8 902 MHz

The overall process is automated via MATLAB® scripts,
which generate the data, store frames with corresponding
labels in MAT files, and split the data into training (80%),
validation (10%), and testing (10%) sets. This results in a
classifier which achieves 97.2% on the held back synthetic
test set. However this classifier fails to generalize to our OTA
test sets and classification accuracy drops to 12.5% (random
chance) and 25.2%, when tested against OTA data with a
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15kHz CFO and 0 dB SNR, respectively. These results are
in Figures 1 and 6.

B. Data Augmentation

Data augmentation is applied to the synthetic training set to
introduce controlled levels of the two key impairments:

1) CFO Augmentation: To simulate carrier frequency
offset variations, we apply an additional frequency shift
to the synthetic frames. Let x[n] denote the baseband
signal. The augmented signal xCFO[n] is defined as:

xCFO[n] = x[n] · ej2π∆f n
fs ,

where ∆f is the introduced frequency offset (in Hz) and
fs is the sample rate. This augmentation is motivated by
literature showing that even modest offsets (e.g., ∆f >
100 Hz) can significantly degrade OTA performance [6].

2) SNR Augmentation: We explore two methods for SNR
augmentation:

• Power Attenuation: Reduce the transmit power us-
ing physical attenuators, which lowers the received
signal power while keeping the noise floor constant.

• WGN Injection: Increase the noise floor by adding
additional WGN. The original signal is x[n] and the
noise is w[n] ∼ CN (0, σ2), the augmented signal
becomes:

xSNR[n] = x[n] + αw[n],

where α is chosen to achieve the desired degradation
in SNR.

We calculate the received power spectral density when
sending the signal (signal+noise) and no signal (noise
only) to estimate the received SNR.

Both techniques were chosen based on previous research that
indicates that CFO and SNR are prominent sources of error
when transitioning from synthetic to OTA datasets [4], [6].
This work aims to specifically isolate these aspects of the
wireless channel in real world experiments to show how
machine learning models react.

C. Classification Model

Our classification model is a simple convolutional neural
network that aligns with O’Shea et al. [4] for comparability.
The CNN was created using the Deep Learning Toolbox™ [8].
Its architecture consists of five convolutional layers with batch
normalization and ReLU activations. All layers except the final
convolutional layer are followed by max pooling, while the
last convolutional layer uses global average pooling. A single
fully connected layer with softmax activation produces the
final modulation type predictions.

The network is designed to operate on input frames of
1024 samples of two channels (I and Q), and is intentionally
shallow to clearly expose the impact of our controlled SNR
and CFO experiments. By limiting the model complexity, we
aim to directly observe how specific augmentation techniques
affect the training process and subsequent OTA classification
performance.

Fig. 1. Confusion Matrix Showing overall OTA Test Performance for
∆f 15 KHz. Note that: Neural Net trained on ∆f = ±15. Without
this augmentation, the network accuracy was reduced to random chance.
Additional results over ranges can be seen in Fig. 2.

Training is performed using an SGDM optimizer with a
mini-batch size of 1024 and a learning rate schedule that drops
the learning rate by a factor of 0.75 every 6 epochs. The model
is trained for a maximum of 20 epochs, and the best network
(in terms of validation loss) is saved for evaluation.

Together, this pipeline enables data generation, training with
data augmentation, and classifier evaluation, allowing us to
precisely control synthetic data generation and augmentation
processes. We provide the setup for experiments on how CFO
and SNR augmentation impact the ability of the CNN to
generalize from synthetic training data to OTA measurements
in the following section.

IV. ANALYSIS AND DISCUSSION

For all the following experiments discussed, the transmitter
(Tx) and receiver (Rx) are separated by 6 feet, as seen in Fig.
3, and the receiver gain is fixed at 55 dB.

For transmission and reception, we use ADALM-PLUTO
radios [9]. For OTA data, we use the modulation functions that
generated the digitially modulated training signals, described
in Table I, and transmit the those signals using one ADALM-
PLUTO radio. Instead of simulating the channel, we capture
the channel-impaired signals using another ADALM-PLUTO
radio. The captured frames are then normalized and fed as
IQ samples into the neural network corresponding to the
experiment of interest.

A. Carrier Frequency Offset Robustness

To show the effects of varying the frequency offset, ∆f , in
training on OTA performance, we setup an experiment where
the transmitter (Tx) and receiver (Rx) are separated by 6 feet,
with a fixed attenuation of 30 dB at the transmit antenna.
We then proceed to vary ∆f within the ranges of 1 − 25
KHz through an offset in the TX and Rx center frequency
tuning. The goal of this experiment is to study how detrimental
CFO offsets can be to the baseline classifier, and whether data
augmentation during training can improve the robustness to
this signal distortion.

Results shown in Fig. 2, show OTA performance for three
neural networks trained on different frequency ranges; 1) ∆f
= 0 , 2) ∆f ±5 KHz, and 3) ∆f= ±15 KHz.
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Fig. 2. Accuracy Percentage Per Class versus Frequency Shift. Results are shown for networks trained on a) ∆f = 0 (Baseline), b) ∆f ±5 KHz, and c)
∆f= ±15 KHz.

Fig. 3. Experiment setup for CFO and SNR Experiment A: Power Attenua-
tion.

We can conclude from Fig. 2 that the networks augmented
with ∆f > 0 perform better than the neural network that
had no frequency shift exposure at all. This reinforces the
expectation from prior work that augmenting training data
improves OTA performance [6].

A key observation from the frequency-shift experiments is
that even modest offsets can drastically reduce classification
accuracy if the CNN was never trained to see such offsets. Fig.
2 shows that networks augmented with ∆f= ±15 KHz shifts
outperform those only augmented to ∆f= ±5 KHz, especially
once the offset grows beyond ∆f= ±10 KHz. In essence,
a model learns an invariance only if it is presented during
training at similar (or more extreme) offsets. This can also
be confirmed through the confusion matrix shown in Fig. 1.
In this figure, we show the effect of OTA data with a true

∆f = 15 KHz between the two pluto radios on the neural net
exposed to the range ∆f = ±15 KHz during training.

Interestingly, different modulation orders exhibit different
CFO sensitivities. Generally, GFSK and CPFSK are somewhat
robust to frequency shifts—likely because of their continuous-
phase properties—while higher-order QAM or 8PSK degrade
more rapidly. This is consistent with prior observations in the
literature that constant-envelope modulations show less CFO
sensitivity compared to modulations whose symbol detection
is more phase-dependent [10]. CFO mainly causes a uniform
frequency shift that does not distort the signal’s defining
characteristics as severely. In other words, continuous-phase
FSK signals remain recognizable even when the carrier drifts,
making classifiers more resilient for these classes under CFO.
The other piece that can be deduced from these results pertains
to the training range. It can be noted that the network exposed
to ∆f= ±15 KHz performed better than that at ∆f= ±5
KHz. Future work aims to determine if there is a maximum
shift which can be tolerated via training with CFO data
augmentation, and whether wide band signals with multiple
carriers also exhibit similar trends.

B. SNR Experiment A: Power Attenuation

One of the major goals of our experiments was to show
that SNR can be manipulated in situ without changing other
channel conditions—an approach that differs from simply
moving the transmitter (Tx) and receiver (Rx) farther apart or
adding AWGN digitally to the received signal. By physically
attenuating the transmit power (Experiment A) or raising the
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shown in graph.

noise floor by injecting wideband Gaussian noise near the Rx
(Experiment B), our objective is to study how a CNN reacts to
changes in SNR while keeping the orientation, distance, and
other factors of the wireless channel constant.

In this experiment, shown in Fig. 3, while keeping the Tx
and Rx positions fixed, we vary the attenuation level at the
transmit antenna by using multiple attenuation pads that can
allow a range of attenuation from 25 to 45 dB. The OTA data
collected from this experiment then goes through the following
neural networks: 1) The baseline, trained with signal levels
generated at 30 dB only, 2) an augmented network exposed
to 5-30 dB generated signals in training, and 3) an augmented
network exposed to 20-40 dB in training. Fig. 6 (solid lines)
shows classification accuracy as we apply progressively larger
attenuation pads at the transmitter. When the Tx power is low-
ered, the ratio of the original signal to external imperfections
such as channel distortions or receiver hardware impairments
is amplified by the classifiers normalization. We aim to see
how this affects the classifier differently than purely increased
noise.
Performance Trends by Modulation Order: In Fig. 4, the
classification accuracy varies across modulation classes, but
two primary confusion trends emerge at lower SNR: 64QAM
is often misclassified as 16QAM, and 8PSK is often misclas-
sified as QPSK. Meanwhile, simpler schemes (BPSK, QPSK,
GFSK, CPFSK) remain robust down to around 5–10 dB
SNR, whereas higher-order constellations (16QAM, 64QAM)
degrade more noticeably in the mid-SNR range. These results
are consistent with well-established signal processing prin-

ciples: higher-order modulations demand greater symbol-to-
noise margins, making them inherently more vulnerable to
power reduction as SNR decreases [11].
Influence of Augmentation Range: Models trained on an
SNR range that includes lower SNR values (5–30dB) adapt
more gracefully to these attenuation-based SNR reductions
but under perform at the higher-SNR regime compared to
networks trained on a higher (20–40dB) range and baseline.
This highlights a trade-off that covering a broad SNR range
improves low-SNR robustness but can reduce peak accuracy
at higher SNRs. Consequently, matching the augmentation
range to the operational SNR of a real-world environment can
yield significant benefits. Moreover, model-level approaches
such as curriculum learning, where training progresses from
simpler (higher SNR) examples to more challenging (lower
SNR) ones, or fine-tuning could recover high-SNR accuracy
without sacrificing the gains observed at lower SNR.

Fig. 5. SNR Experiment B WGN Injection Experiment Setup.
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C. SNR Experiment B: WGN Injection

In Experiment B shown in Fig. 5, we keep the transmitter
power and geometry fixed but physically raise the noise floor
by transmitting wideband Gaussian noise (WGN) near the
receiver. This setup aims to isolate the role of increased
noise––as opposed to decreased transmit power––in lowering
received SNR. By adjusting the WGN source’s transmit power,
we obtain a range of SNR values overlapping those used in
our data-augmentation strategies.
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Fig. 6. Experiment A compared to Experiment B for both Baseline and
Augmented Neural Net for 20-40 dB and 5-30 dB training ranges. Solid lines
represent experiment A while dashed are experiment B. In both cases the
network is trained on the range indicated by label, and then tested on the
range of SNR shown in graph. A 39% improvement over baseline can be
seen in the 0dB case from utilizing SNR augmentation

Surprising Results. Despite physically distinct methods of
achieving lower SNR, the overall performance trends closely
mirror Experiment A’s attenuation results. Compared in Fig. 6,
networks augmented over 5–30,dB maintain higher accuracy
at lower SNRs, but produce a decrease in performance at high
SNR. Notably, confusion among higher-order modulations
(e.g., 16QAM and 64QAM) remains consistent across both
experiments. These overlap patterns suggest that, from CNN’s
point of view, the dominant factor is the net SNR range itself
rather than the physical mechanism used to alter that range.
Implications for Channel Analysis. Because the Tx–Rx dis-
tance and power remain constant, the primary new distortion
is increased noise. Our results indicate that once geometry and
hardware are fixed, the CNN sees largely the same SNR-driven
challenge, with no appreciable dependency on the multipath or
hardware nonlinearities manifest compared to Experiment A’s
power-reduction approach. Although physically injecting noise
may introduce slightly different spectral or phase conditions
than reducing signal power, these differences do not strongly
alter classification accuracy in our setup.
Takeaway. The similarity between Experiments A and B
underlines that SNR appears to be the key driver of model
performance for these waveforms in a controlled indoor en-
vironment. Whether SNR is lowered via transmit-side atten-
uation or by raising the noise floor, models trained on SNR
ranges through data augmentation generally handle real-world
reductions better. This finding is encouraging for practical sys-
tem design; any method that accurately captures the expected
SNR range during training can help maintain classification

performance, regardless of how that SNR drop arises in
deployment.

D. Discussion of Data Augmentation for RF ML

From these experiments, we can infer that the CNN:
• Develops SNR resilient features: By seeing a wide SNR

range during training, the network effectively learns not to
rely solely on high-power signal features. Instead, it can
pick out robust time-frequency patterns that are consistent
even at lower SNR.

• Learns frequency-offset invariance: Augmenting with
larger CFOs helps the CNN latch onto features that are
stable across carrier frequency drifts, such as higher-order
statistical moments or overall spectral shape.

• Struggles with unmodeled channel conditions: When-
ever the real impairment goes beyond (or differs fun-
damentally from) the synthetic augmentation envelope,
accuracy drops sharply. For instance, if the real frequency
offset is 10kHz but the network only ever saw up to 5kHz,
performance suffers significantly, as shown in Fig. 2.

These observations reinforce the idea that if you want a model
to handle real-world waveforms, you must systematically
expose it to the range of impairments expected in deployment.
Our controlled experiments—where we selectively changed
only SNR or CFO— study components of the wireless channel
problem individually without introducing confounding factors
such as multipath, antenna misalignment, or other variables.
Future work aims to expand this approach to new environments
via channel modeling.

V. CONCLUSION

By isolating CFO and SNR in tightly controlled OTA
tests, we show that targeted data augmentation can shrink the
simulation-to-OTA gap by up to 39%, regardless of how SNR
is physically altered. Our publicly available dataset aims to
spur further exploration of advanced augmentation methods
and robust RF models [12].
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