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Abstract—The FR3 band (7-24 GHz) is positioned to be an
important new spectral band for 6G cellular networks. Currently,
there is limited knowledge of the detailed propagation behavior
and characteristics of FR3 channels, particularly in the context
of cellular deployment. We leverage a recent measurement
campaign by AT&T Labs that comprises extensive channel mea-
surements at several distinct FR3 carrier frequencies. We present
a diffusion-based generative modeling approach conditioned on
user and base station locations to produce directional channel im-
ages for realistic FR3 channel characterization. We also introduce
a new comparison metric based on delay and angular spreads to
evaluate generated channel samples against these ground truth
measurements. Our findings reveal that the diffusion model
consistently outperforms competitive baselines like conditional
variational autoencoders and convolutional neural networks by
57.7 and 71.2%, respectively, in terms of the proposed metric.

I. INTRODUCTION

The FR3 band (7-24 GHz), also known as the upper mid-
band spectrum, is under consideration for upcoming 6G cel-
lular services by major cellular companies and organizations,
including 3GPP, the FCC, and the ITU [1]. This band offers
significant new bandwidth beyond the C-band (3.5-4.2 GHz),
which is widely used for 5G. Additionally, the FR3 band is
expected to have more desirable propagation than FR2, i.e.,
millimeter wave spectrum. Channel modeling is essential for
the efficient performance and operation of cellular networks.
Channel measurements are often difficult to collect experi-
mentally and are labor-intensive. Deep generative modeling
has emerged as a new approach for channel generation and
modeling, alongside stochastic modeling and ray tracing. It
presents an alternative for obtaining site-specific channels from
ray tracing, with the potential to model real-world statistics
that cannot be modeled entirely by ray tracing or simpler
stochastic models. In this paper, we focus on deep generative
modeling of real-world FR3 channels using diffusion models
with positional context. To the best of our knowledge, this is
the first work to demonstrate the generation of realistic syn-
thetic channel samples based upon real-world measurements
in the FR3 band.

Recent work has explored the use of deep generative net-
works such as GANs, Variational Autoencoders (VAEs), and
conditional diffusion models to produce realistic channel sam-
ples [2]–[10]. These works used either ray-traced data or 3GPP
(3rd Generation Partnership Project) stochastic models [2]–[9],
whereas [10] worked with real-world channel measurements

at 2.18 GHz. Despite the popularity of Generative Adversarial
Networks (GANs), they suffer from mode collapse and lack
diversity in the generated samples [11]. Conditional diffusion
models have the ability to generate high-fidelity and diverse
channel samples by conditioning on underlying parameters
that determine the wireless channel. Various types of condi-
tioning inputs, such as user location in [2], concatenated user
equipment (UE) and base station (BS) location in [3], and even
hardware configuration of the antennas at the UE and BS [4],
are seen in the current literature. There has been interest in
physics-based generative models as well [7], [12] which focus
on generating the parameters that dictate channel behavior.

This paper proposes a U-Net-based diffusion model con-
ditioned on UE and BS positions to model real-world FR3
channels. We take directional channels and construct a sparse
directional channel image, thereby facilitating easier learning
of channel characteristics using the popular U-Net architecture
for image-based diffusion models. Our key contributions are
summarized as follows:

• We design and demonstrate the effectiveness of our dif-
fusion model to generate synthetic samples for suburban
scenarios based on real-world measurements. Suburban
scenarios are most prevalent in the United States, char-
acterized by low-rise residential buildings with a few
floors and open community spaces such as parks or play
facilities. Thus, this scenario has been added to the set
of 3GPP channel models [13]. There is a higher foliage
density and no regular street structure, unlike in urban
scenarios.

• We introduce the Feature-wise Linear Modulation (FiLM)
[14] conditioning technique to guide the diffusion model
training and sampling.

• We propose a novel metric based on delay spread and
angular spreads to compare generated channel instances
with the ground truth.

• Finally, we validate our approach with state-of-the-art
baselines based on the proposed metric

II. SYSTEM MODEL AND PROBLEM DESCRIPTION

A. Formulation

In this section, we will show what directional channels
mean and how they relate to the omnidirectional Power Delay
Profile (PDP). This formulation is motivated by [15]. The
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omnidirectional wireless channel between the UE and BS can
be modeled as:

homni(t) =
MX

m=1

amej�m�(t� �m) (1)

where am and ej�m denote the amplitude and phase of the
multipath arriving at a delay �m. The corresponding omnidi-
rectional PDP is given by:

hpdp(t) =
MX

m=1

a2m�(t� �m) (2)

Assume that there are N directions in which the directional
channel measurement was collected. The corresponding direc-
tional channel PDP for direction i is given by:

hpdp;i(t) =
MiX

m=1

a2m�(t� �m) (3)

where i = 1; 2; : : : ; N and
PN
i=1Mi = M . This represents the

fact that when we measure a directional channel, only a few
of the arriving multipaths are captured. The omnidirectional
PDP can be expressed as a summation of all the directional
channel PDPs as:

homni(t) =
NX

i=1

hpdp;i(t) (4)

Let the 3D BS and UE positions be x 2 R3x1 and y 2 R3x1,
respectively. The concatenated BS, UE positions are given by
pc = [x;y] 2 R6x1. For each pair of BS and UE locations
and pc, we have a set of directional PDPs fhpdp;igNi=1.
Let the number of time bins considered for each directional
PDP be L. The set of directional PDPs is concatenated as
columns to obtain a directional channel matrix H 2 RLxN.
The directional channel matrix H can be viewed as an image
whose distribution we want to learn. We aim to model the
distribution of H conditioned on the concatenated position
pc as the conditional distribution p(Hjpc). We learn this by
parameterizing p(Hjpc) in terms of neural network parameters
� as pΘ(Hjpc). In this paper, we leverage a conditional
diffusion model to learn this distribution using an ELBO
(Evidence Lower Bound)-based objective function, as shown
in Section III-B. Once we learn the conditional distribution
pΘ(Hjpc), we can generate the channel at new pairs of BS
and UE locations by sampling from the learned distribution.

B. AT&T FR3 Dataset

AT&T Labs conducted a significant measurement campaign
in the FR3 (7-24 GHz) band, specifically at 7, 8.3, 11.3, and
14.5 GHz frequencies. The measurement methodology and
some initial analyses of key aspects of the ensuing channel
models are reported in [16]–[18]. This campaign covered
Urban Macro (UMa), Urban Micro (UMi), Suburban Macro
(SMa), Suburban Micro (SMi), and Indoor Hotspot (InH) sce-
narios around Austin, TX. A horn antenna was deployed on the
transmit side. The dataset consists of Omnidirectional Channel

Fig. 1: Suburban scenario where AT&T conducted their mea-
surement campaign (HHS building)

(a) Directional channel image (b) Power Delay Profile (PDP)

Fig. 2: Illustration of a sample directional channel image and
its transformation to an omnidirectional PDP

Impulse Responses (CIRs) collected using an omnidirectional
antenna and directional CIRs collected using a phased array.
The phased array is electronically steered to sweep across 20
azimuth angles spanning 360 degrees. This azimuth sweep
is repeated for four elevation angles, resulting in 80 beam
directions. The transmitter and receiver were equipped with
GPS receivers to record location data for each measurement
position. The two omnidirectional and phased-array receivers
are mounted on top of a van that was driven along a planned
route to collect the measurement data.

Fig. 1 shows the Google Earth image where the SMi
measurement was taken. The horn antenna transmitter was
placed on top of a parking garage at the Human Health
Services (HHS) building. Measurements at a frequency of 14.5
GHz are utilized in this paper to evaluate generative modeling
on real-world channels.

III. METHODOLOGY

A. Directional Channels to sparse images

Our experiments utilize measurements collected from a
parking garage at the HHS building in Austin. The measure-
ments are at 14.5 GHz, and this corresponds to a Suburban
Micro (SMi) scenario. The measurements consist of a mix of
LOS (Line of Sight) and NLOS (Non-Line of Sight) positions.
During data collection, there was a slight inconsistency in
the phase of the directional CIRs. Therefore, we decided to
consider only the power of each CIR and to convert the
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measurements into directional Power Delay Profiles (PDPs)
instead.

The recent work [3] uses the angles of departure of each
multipath component at the transmitter to create an angular-
delay domain image. In our case, a horn antenna transmit-
ter was used in the AT&T dataset, resulting in no angle-
of-departure information. Consequently, we incorporated the
angles of arrival received by the phased array to construct
an image of the directional channel PDPs. A sample sparse
image and its corresponding PDP are shown in Fig. 2. The
beam axis represents the directions in which the measurements
were taken. As mentioned earlier, this includes 20 azimuth
beams, each in 4 elevation directions. Each column represents
a directional PDP multiplied by the power received in that di-
rection, to capture relative differences in the directional PDPs’
powers. The azimuth and elevation angles corresponding to
the directional PDPs were recorded with respect to a local
coordinate system. The reference (azimuth=0, elevation=0)
direction points towards the front of the van and changes
direction as the vehicle moves and turns. To ensure consistent
angles across the entire dataset, a global coordinate system
was adopted. The vehicle’s heading direction is estimated
by comparing successive GPS positions in the dataset. The
heading direction was then used to obtain the global coordinate
angles. The azimuth angles are finally binned into 18-degree
bins, yielding 20 azimuth bins. These bins, along with the four
elevation directions, form the eighty beams in the beam axis
of our representation.

The delay bin axis corresponds to the time axis, with a bin
value of 25 ns. Each such channel representation was truncated
to a total length of 64 bins and to a few bins before the time-of-
flight, ToF = dTx Rx=c, where dTx Rx is the distance between
the transmitter and receiver, and c is the speed of light. The
ToF was rescaled to a delay bin value, and the initial portion
of the image corresponding to this bin value was cropped out,
as it provides no useful information and can be reconstructed
quite easily. The total length of 64 bins was chosen based on
the typical channel delay spread in the dataset. The power is
normalized, and the final image obtained is as shown in Fig. 2.
Additionally, Z-score scaling was performed on the receiver
and transmitter positions before forming the context feature c.
These transformations and preprocessing steps are necessary
for efficient neural network training and faster convergence.

B. Conditional Diffusion Model

We explain the details of a conditional Denoising Diffusion
Implicit Model (DDIM), including the training process and
sampling algorithm. Here, the data sample H refers to the
directional channel image constructed in Section III-A. A
conditional diffusion model progressively adds noise, guided
by the concatenated position pc, to a data sample H over T
time steps to convert it into a well-known base distribution,
typically an isotropic Gaussian distribution. The forward-
noising process is used to construct the reverse process.
The reverse process takes a sample drawn from the standard

Gaussian distribution and iteratively denoises it, also guided
by pc, to generate a new sample from the data distribution.

The noise � added in the forward process follows a standard
Gaussian distribution N (0; I). The noisy data sample at time
step t is given by:

Ht =
p

��tH0 +
p

1� ��t� (5)

where ��t is the cumulative product of the noise variance
schedules �t until time t. The ELBO-based objective function
simplifies to [19]:

Lelbo = EH 0 ;�[jj�� �Θ(Htjpc; t)jj2] (6)

The loss can be interpreted as indicating that the network is
trained to estimate the noise � from the noisy data sample
Ht at time step t. Generation of new samples is done in the
reverse process using the DDIM sampling procedure given by
[20]:

Ht−1 =
1
p
�t

Ht +
�p

1� ��t−1 �
r

1� ��t
�t

�
�� (Htjpc; t)

(7)
The above equation is initialized with HT � N (0; I) and
iterated until we reach t = 0.

C. Proposed U-Net Architecture with FiLM Based Condition-
ing

Our DDIM is implemented using a U-Net-based architecture
with context c conditioned using the FiLM technique [14].
This technique is simple to implement and can be incorporated
into any existing architecture without modification, as it scales
and shifts intermediate features at each step without altering
the network’s layers, shapes, or connectivity. The scale and
shift features are generated by passing the context c through
a small Multilayer Perceptron (MLP).

Our architecture consists of three up and down blocks. The
up block comprises a ConvTranspose block to upsample the
intermediate feature image and a context block. The down
block comprises a context block and a MaxPool block to
downsample the intermediate feature image. The context block
consists of a convolutional block with a residual connection
and a FiLM modulator that conditions the context feature c.
The context feature c is the concatenation of the position
embedding and sinusoidal time embedding. The position em-
bedding is obtained by passing the concatenated position pc

through a simple two-layer fully connected network.
The architecture used in [2] employs the same type of

conditioning, but only at two of the upper blocks. In contrast,
our method conditions the context at every block in the U-
Net architecture. Another advanced type of conditioning is
described in [3], using attention blocks commonly used in
transformer architectures. [3] uses absolute time bins in their
image representation, and this makes it harder for the model
to learn the overall channel characteristics. As mentioned
earlier, we truncate our directional channel image to start a few
bins before the ToF. This allows for a more straightforward,
lightweight conditioning method, such as FiLM, to learn the
channel representation.
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D. Proposed Evaluation Metric

In this section, we explain the details of the evaluation
metric used to compare the generated directional channel
images with the ground truth. The Normalized Mean Squared
Error (NMSE) based on pixel-wise differences is a poor metric
for comparing the generated output with the ground truth.
For example, if the generated output is slightly misaligned
in the delay bin axis but maintains the overall structure in
terms of the number of taps, their positions, and relative
strengths, the generated sample would likely work well for
downstream wireless modem tasks. But the NMSE error could
be enormous, which is highly misleading. Recent works [2],
[3] consider just the differences in the peak tap index and angle
of departure, neglecting the remaining channel structure. To
improve upon this, we propose using a metric that considers
large-scale channel statistics, such as Delay Spread (DS),
Azimuth angular Spread of Arrival (ASA), Zenith angular
Spread of Arrival (ZSA), and the time and beam indices of
the strongest tap. A similar metric is reported in [21], which
is used to calibrate ray tracing against channel measurements.
We represent each directional channel image H with a repre-
sentative vector v defined as:

v = [Peak Time index;Peak Beam index;DS;ASA;ZSA]
(8)

This vector v condenses the directional channel representation
into a low-dimensional vector that depends on various large-
scale channel attributes identifiable in the image. Our proposed
loss metric is defined as follows:

L(Hgt;Hgen) = jjvgt � vgenjj1 (9)

where Hgt is the ground truth directional channel image, Hgen

is the generated directional channel image and jj:jj1 denotes
the L1 norm. The delay and angular spreads are rescaled
to their corresponding angular bin values in v to give them
approximately equal weight in (9).

IV. EXPERIMENTAL EVALUATION

We have a total of 9129 data samples after preprocessing the
SMi dataset to remove redundant and erroneous data. We use
a shuffled 90% train and 10% test split for training the model.
We opted for a higher train-test split to ensure our model sees
all possible variations in the dataset, given its small size.

To evaluate our proposed diffusion model, we compare
it with the conditional Variational Autoencoder (cVAE) and
Convolutional Neural Network (CNN) baselines with the eval-
uation metric defined in Section III-D. The architecture for
the cVAE and CNN follows a similar U-Net-like structure
for a fair comparison methodology. The error Cumulative
Distribution Function (CDF) plot comparing our diffusion
model and baselines is shown in Fig. 3. Our diffusion model
achieves the lowest error, followed by the CNN and the cVAE.
The diffusion model’s loss is below 9 indices 70% of the
time, which is impressive given that the loss metric accounts
for differences across five channel attributes. We consider the
70th percentile error to compare the performance as the error

Fig. 3: Error CDF based on the proposed loss metric in (9)
demonstrating superior diffusion model performance

Fig. 4: Comparison of ground truth with a sample set of
generated directional channel images from diffusion model and
cVAE, CNN baselines

CDF plot is skewed above that due to high-error outliers and
find that the diffusion model outperforms the CNN by 57.7%
and the cVAE by 71.2%. This indicates that diffusion-based
generative models can better capture the channel statistics. The
cVAE assumes the latent posterior is Gaussian, which leads to
a loss of fine details and overly smooth outputs. The CNN,
on the other hand, just tries to reconstruct the output and is
reasonably successful at it if given a large enough network.

A sample set of generated directional channel images is
shown in Fig. 4, and their respective PDPs obtained by
summing along the beam axis are shown in Fig. 5. We observe
that the cVAE baseline fails to predict at time bins other than
the strongest tap and also incorrectly predicts the strongest
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Fig. 5: Comparison of ground truth with a sample set of gen-
erated PDPs from diffusion model and cVAE, CNN baselines

tap’s power. The CNN baseline accurately estimates the time-
bin locations but fails to precisely predict the strength of all
the taps.

V. CONCLUSION

In this paper, we present a conditional diffusion model
framework for modeling real-world FR3 channels in the subur-
ban scenario. The directional channels were transformed into
directional channel images for training our diffusion model.
We constructed a metric that compares two directional channel
images by computing the L1 norm difference between their
representative vectors. Our diffusion model outperformed the
cVAE and CNN baselines, indicating its superior ability to
learn real-world channel characteristics.

Future work could investigate the conditional diffusion
model’s performance across other UMa, UMi, and InH scenar-
ios and verify whether any architectural changes are needed.
Transfer learning presents an interesting opportunity to test
whether a diffusion model pre-trained on one scenario can
improve its performance in a new scenario. Currently, diffusion
models are used to generate site-specific channels. It would
be insightful to examine whether a single diffusion model
can generalize across different scenes through appropriate
conditioning mechanisms.
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