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Abstract—Incorporating Machine Learning (ML) approaches
within wireless systems hinges on their ability to handle real-
world variability. In practice, data will inevitably deviate from the
training distribution due to new devices, changing environments,
and unforeseen interference. Out-of-Distribution (OOD) detection
provides a safeguard by identifying these shifts before they
lead to unreliable model behavior. To address this challenge, we
develop a multi-stage OOD detection algorithm and evaluate it
on the publicly available 3GPP NR CSI Compression dataset,
which contains high-dimensional Channel State Information
(CSI) representative of realistic wireless propagation. First, we
perform coarse OOD detection by measuring the distance of
incoming samples to in-distribution class centers, flagging those
that lie beyond a threshold. We then apply fine OOD detection
using density-based clustering to filter spurious anomalies and
isolate dense clusters that representing meaningful shifts. While
these stages identify OOD samples, retraining on all of them is
inefficient. Instead, we rank the selected OOD samples by dis-
criminativeness (distance from the ID distribution) and diversity
(feature dissimilarity), ensuring that retraining incorporates only
the most informative examples. In our analysis, coarse detection
led to a 6.93% increase in reconstruction Mean Squared Error
(MSE), fine detection raised it to 37.6%, and incorporating dis-
criminativeness—diversity ranking further increased it to 45.5%.
While MSE is typically minimized during training, a higher
reconstruction error for detected samples indicates stronger
deviation from the learned manifold. This increase confirms that
the detected OOD samples reflect realistic wireless variations,
reinforcing the framework’s value for reliable ML deployment
in dynamic environments.

I. INTRODUCTION

Machine Learning (ML) is rapidly transforming next-
generation wireless networks, powering applications from
spectrum sensing to traffic classification. Its data-driven adapt-
ability allows them to often outperform traditional methods un-
der complex and dynamic channel conditions. However, real-
world deployment remains challenging. Models trained offline
often encounter operating environments that differ signifi-
cantly from their training distributions, raising concerns about
reliability in practice. Detecting out-of-distribution (OOD)
samples is therefore critical not only for estimating model
generalization but also for identifying failure cases before they
occur in deployment, ensuring that potential vulnerabilities are
surfaced proactively.

Problem: Conventional evaluation metrics, such as test ac-
curacy, only measure performance on known data and pro-
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Fig. 1: Overview of the proposed multi-stage OOD detection
framework. The feature learning module extracts latent embeddings
from raw CSI data, which are then processed through a three-stage
OOD detection pipeline: (i) coarse detection using distance-based
filtering, (ii) fine detection via density-based clustering, and (iii)
discriminative—diverse selection to retain the most informative and
non-redundant OOD samples. The resulting subset, shown via t-SNE,
illustrates the progressive refinement toward a smaller, higher-quality
subset for downstream retraining.

vide no guarantees under distribution shifts. As a result,
ML models may perform well in the lab yet collapse in
the field when faced with out-of-distribution (OOD) inputs.
Existing OOD detection techniques, typically based on simple
distance thresholding, suffer two limitations: (i) they capture
isolated anomalies that do not correspond to meaningful shifts
in the environment, and (ii) they fail to isolate the most
extreme and diverse OOD samples that best expose a model’s
generalization limits. Without principled methods to detect,
quantify, and leverage OOD data, the trustworthiness of ML
models in wireless communication remains uncertain.
Solution: To address these limitations, we propose a multi-
stage OOD refinement pipeline that progressively improves
the quality of detected OOD samples. The pipeline first applies
distance-based filtering to flag potential outliers, then refines
this set using density analysis to remove isolated noise, and
finally performs diversity-aware selection to ensure a compact,
representative for retraining. This approach not only provides a
more reliable measure of distributional shift but also supports
efficient retraining by prioritizing the most informative OOD
samples.
Contributions: Our key contributions are as follows:
e« We propose a multi-stage OOD algorithm to identify
channels that the model was not trained on, likely to cause



unpredictable behaviour.

o We identify a compact model retraining dataset from all
samples detected as OOD, ensuring representative cover-
age of distributional shifts while minimizing redundancy.

« We evaluate our approach on two machine learning mod-
els, i.e., CNN for a classification task and Autoencoder
for a compression task, showing that our method is
broadly applicable and model agnostic.

« Using a publicly available CSI dataset collected via the
3GPP RAN4 coalition [1], which captures real-world
wireless channel dynamics across multiple vendors and
environments, we demonstrate that our pipeline reduces
flagged samples from 2,795 to 429 while raising their
MSE from 6.93% to 47 %. The dataset’s high dimension-
ality and environmental variability make OOD detection
particularly challenging. Our method effectively isolates
the most failure-inducing samples and delineates the
limits of model generalization

II. RELATED WORKS

OOD Detection in Wireless Communications: OOD detec-
tion has been actively explored in wireless ML to address
performance degradation under distribution shifts. Existing
methods can be broadly categorized into autoencoder-based
and classification-based approaches. Autoencoder-based meth-
ods rely on reconstruction error as a detection metric, where
inputs with high error are flagged as OOD. Such designs are
intuitive but require separate pipelines for classification and
detection, limiting integration with end-to-end learning frame-
works. For instance, [2], [3] [4] use representation learning or
variational autoencoders to capture channel variations, but they
depend heavily on threshold tuning and lack mechanisms for
refining or utilizing OOD data after detection. Classification-
based methods, such as [5] and [6], integrate OOD detection
into discriminative or generative models to identify unseen
signals or waveforms. While effective for specific tasks like
spectrum sensing or ISAC, these approaches remain task-
specific and typically end after detection, without strategies
for interpreting or leveraging OOD samples for retraining. In
contrast, our work introduces a structured, multi-stage OOD
detection pipeline operating on channel state information (CSI)
embeddings. Rather than relying on a single threshold or
reconstruction loss, our method progressively refines candidate
OOD samples through distance- and density-based filtering,
followed by discriminativeness—diversity ranking to identify
the most informative examples. The proposed approach is
model-agnostic, as it operates directly on latent representations
and can be paired with any encoder-based wireless ML model.
This design not only improves detection quality but also pro-
vides a principled mechanism for selective retraining, linking
OOD awareness directly to model adaptation and reliability in
dynamic wireless environments.

Generalization and Model Reliability: Generalization re-
mains one of the central challenges in deploying machine
learning models within real-world wireless systems. While

models may perform well on i.i.d. training and test sets, their
reliability degrades sharply under channel variations, hardware
mismatches, and evolving interference environments. Unlike
computer vision or NLP tasks, where domain shifts are often
gradual or easy to interpret, wireless channels can undergo
abrupt non-stationary changes, such as multipath fading, that
drastically alter the input distribution [7] [8]. As a result,
conventional metrics such as test accuracy provide only limited
insight into a model’s ability to maintain performance when
faced with unseen channel conditions. Theoretical frameworks
such as PAC-Bayes bounds [9] and Rademacher complexity
[10] provide insight into model generalization but remain
impractical for low-latency wireless systems due to their com-
putational demands. Recent studies instead explore reliability
through uncertainty estimation and OOD detection, employing
Bayesian neural networks [11], ensembles [12], or calibration-
based confidence measures [13] to assess when models are
likely to fail. Inspired by these efforts, our work leverages
OOD detection as a lightweight mechanism for identifying
failure-inducing inputs and characterizing model generaliza-
tion boundaries in wireless ML systems. The progressive
increase in mean squared error across successive refinement
stages of our OOD pipeline suggests that extreme OOD
samples delineate the boundaries of model generalization.
While not a complete solution to generalization scoring, these
results highlight OOD detection as a practical foundation for
quantifying and improving reliability in wireless ML.

III. DATASET AND EXPERIMENTAL SETUP

A. CSI Dataset
The Channel State Information (CSI) dataset used for our

analysis was collected by multiple vendors participating in
the 3GPP RAN4 coalition, including Nokia, Qualcomm, and
Ericsson. This shared repository was developed to standardize
AI/ML-based CSI compression and reconstruction tasks. This
repository contains raw CSI matrices and the corresponding
encoder—decoder pairs for evaluating compression efficiency
and reconstruction accuracy across vendor implementations.
Each dataset file is stored in NumPy (.npy) format, where
every sample is represented as a four-dimensional array with
dimensions [N, 2,nSB,nPorts], corresponding to the num-
ber of samples, the in-phase and quadrature (IQ) components,
the number of subbands, and the number of CSI-RS antenna
ports, respectively. All values are stored as 32-bit floating-
point real numbers. The 3GPP dataset repository can be
accessed here .

B. Classification Model

The CNN-based classifier is designed to both perform
vendor classification and generate discriminative feature em-
beddings for OOD detection. The network comprises an initial
convolutional block, six residual layers, and a final classifier

Uhttps://www.3gpp.org/ftp/tsg_ran/WG4_Radio/Data_sharing/NR_AIML_
air/CSI_compression/



head consisting of flattening and linear layers with a sigmoid
output. The encoder portion is trained with triplet loss to
promote inter-class separation, while the classifier is trained
with cross-entropy loss to ensure accurate vendor identifica-
tion. Each CSI input [2, 13, 32] is mapped to a compact 32—
dimensional latent representation that serves as the input for
the distance based OOD analysis. The CNN model is depicted
in Fig. 2.
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Fig. 2: CNN architecture for vendor classification task. The feature
extractor, trained using triplet loss, produces low-dimensional embed-
dings that emphasize inter-vendor separability. These embeddings are
then passed to a classifier head trained with cross-entropy loss for
vendor identification and later used as the feature space for OOD
detection.

C. Compression model

The autoencoder model was designed to learn a compact
latent representation of the CSI tensors while maintaining
high reconstruction fidelity. Table I summarizes the dataset
composition, model parameters, and training configuration.
The input CSI tensors have dimensions [N,2,13,32], cor-
responding to in-phase and quadrature components across
subbands and antenna ports, and are compressed into a 32-
dimensional latent feature vector. The encoder and decoder
contain approximately 160K parameters each, enabling an ef-
ficient yet expressive representation. The network was trained
for 50 epochs using the Adam optimizer with a learning rate
of 1 x 1074, a batch size of 8, and mean squared error
(MSE) as the reconstruction loss. The best validation loss
achieved was 1.02 x 1072, demonstrating the model’s ability
to preserve key spatial-spectral characteristics of the CSI data
after compression.

. PROPOSED OOD DETECTION PIPELINE

The proposed OOD detection pipeline is built around four
sequential stages. The process begins with feature extraction,
which transforms raw CSI tensors into meaningful latent rep-
resentations. It then progresses through distance-based coarse
detection and density-based fine detection, which progressively
filter and refine candidate samples based on their position
and structure in feature space. The final stage introduces
discriminativeness—diversity selection, prioritizing the most
informative and OOD samples for retraining and model gen-
eralisation. Collectively, these stages culminate in a compact,
high-quality subset of OOD data that supports continual model
adaptation to unseen data.

Category Parameter Description / Value
Partition 70/10/20 (train/val/test)
Dataset # of Samples 80,000 total
Input Shape [N, 2, 13, 32] (IQ X sub-
bands X ports)
Encoder Parameters 160,640
Architecture = Decoder Parameters 161,506
Latent Feature Dimen- [N, 32]
sion
Learning Rate 1x107*
Training EpoF: h§ 30
Configuration Optlmlz.er Adam
Batch Size 8
Loss Function MSE
Performance  Best Validation Loss  1.02 x 1072

TABLE I: Summary of autoencoder model and training con-
figuration.
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Fig. 3: Convolutional autoencoder architecture for CSI compression
task. The encoder progressively downsamples the input CSI tensor
[N, 2,13,32] through convolutional and pooling layers to produce
a compact latent representation [N, 32]. The decoder symmetrically
reconstructs the CSI data from the latent space, minimizing the mean
squared reconstruction loss.

A. Stage 1: Feature Extraction

The first stage of the pipeline focuses on transforming
raw Channel State Information (CSI) tensors into compact,
discriminative embeddings that can be meaningfully com-
pared in a low-dimensional space. Each CSI sample, orig-
inally represented as a tensor of dimension [2,13,32], is
processed through the trained encoder network to produce
a 32-dimensional latent vector. The encoder was trained
exclusively on in-distribution (ID) data to capture vendor-
specific channel characteristics while suppressing noise and
irrelevant variations. This latent space provides a consistent
feature representation where both distance- and density-based
measures can be applied meaningfully. By performing all OOD
computations in this feature space rather than on raw CSI
tensors, we ensure that the subsequent detection stages oper-
ate on semantically rich and physically meaningful features,
improving both sensitivity and interpretability.



B. Stage 2: Coarse OOD Detection

The coarse detection stage, summarized in Algorithm 1,
provides a first-pass mechanism for isolating potential outliers
that deviate from the known ID feature distribution. Each
vendor’s dataset is treated as a separate class, since the input
CSI files are organized by vendor. For every vendor, we
compute a class center by taking the mean of all feature
embeddings belonging to that vendor’s in-distribution (ID)
samples (Line 1). We then calculate the Euclidean distance
between each sample in that vendor’s feature set and its cor-
responding class center. The 95th percentile of these distances
is used to define the class radius, representing the typical
boundary of that vendor’s distribution (Line 2). The algorithm
is implemented such that users can customize their percentile
choice. During testing, each sample’s distance to all class
centers is measured and samples that fall beyond the radius of
their closest class are flagged as coarse OOD candidates (Line
7). This process efficiently eliminates samples that lie well
within the ID manifold while retaining only those that may
correspond to unseen channel conditions or vendor behaviors.
Although conservative by design, the coarse stage provides
the necessary groundwork for more refined OOD analysis in
subsequent stages.

Algorithm 1 Coarse OOD Detection (Distance-Based)

Require: ID features Xp with labels y € {1,...,C}, can-
didate features Xy, distance metric d(-,-), radius policy
(percentile A or max)

Ensure: Coarse OOD set Scoarse

1: Compute class centers p. forc=1,...,C
2: Compute distances of ID samples to p. and set radii 7.
using percentile or max rule

3: Initialize Scoarse < &

4: for each unlabeled sample z; € Xy do

5: Amin (j)  mine d(z;, pc)

6: if dmin(j) > rex Where ¢ = argmin. d(x;, p1) then
7 Add ] to Scoarse

8 end if

9: end for

10: return S.ourse

C. Stage 3: Fine OOD Detection

While the coarse stage provides an initial filter for identify-
ing samples that deviate from the known distribution, distance
alone cannot fully capture what makes an outlier meaningful.
Often times, some samples may appear distant simply because
of random channel variations or noise. To separate these
incidental deviations from truly novel behavior, the fine detec-
tion stage applies density-based clustering (DBSCAN) to the
OOD embeddings flagged in the previous step. Unlike meth-
ods that require a predefined number of clusters, DBSCAN
groups points according to their local neighborhood density,
automatically identifying coherent clusters that represent new
data distributions. Samples that form sparse, isolated regions

are treated as noise and removed (Line 2), while denser,
well-formed clusters are retained as refined OOD subsets
that are more likely to correspond to genuine distributional
shifts—such as new channel conditions or previously unseen
vendor patterns. This fine-tuning step improves the overall
quality of the OOD subset by removing spurious outliers and
false positives, and preserving only the samples that reflect
meaningful shifts from the training distribution.

Algorithm 2 Fine OOD Refinement via Density Clustering

Require: Coarse OOD set Scouse With features Z, clustering
parameters (e.g., DBSCAN ¢, minPts)
Ensure: Clustered OOD set Sjustered
1: Run DBSCAN on Z with (g, minPts) to obtain clusters
{C1,...,Cp} and noise points N
2: Discard isolated/noise points: Scystered < Un]\le Cm
3: return Sclustered

D. Stage 4: Discriminativeness vs. Diversity

As shown in Algorithm 3, the final stage of the pipeline aims
to select the most informative OOD samples for model re-
training, balancing discriminativeness —the degree to which a
sample deviates from the ID distribution—with diversity—the
extent to which it introduces novel information relative to other
selected samples. Discriminativeness is quantified in Line 1,
where each sample’s Mahalanobis distance to the nearest
ID class center is computed, emphasizing those that deviate
strongly from the learned manifold. Diversity is then evaluated
in Line 12, which maximizes pairwise dissimilarity based on
cosine similarity among the candidate embeddings. By jointly
considering these criteria, the algorithm selects a small yet
diverse subset of high-quality OOD samples that can be used
to adapt the model without redundancy or overfitting. This
balance ensures that retraining introduces maximal novelty
while preserving model stability, ultimately leading to more
robust performance under distributional shifts.

V. PERFORMANCE EVALUATION
A. Classification Model

The CNN-based vendor classification model achieved a
training accuracy of 100% and a test accuracy of 85% on
held-out in-distribution (ID) data, indicating good generaliza-
tion within known channel conditions. When evaluated on
a mixed test set of 6,000 samples, of which 2,000 were
OOD, the model correctly flagged all OOD samples through
the coarse distance-based detection stage. This corresponds
to a recall of 1.0 and a precision of 1.0, confirming that
the distance criterion effectively isolates distributional shifts
in feature space. However, classification accuracy on these
flagged samples dropped to 25%, revealing that while they
are successfully detected as distributionally distinct, the model
fails to generalize across them. As shown in Fig. 4a, strong
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Fig. 4: t-SNE projection for the classification model and CSI compression model. (a) shows how the classes are well separated
and why the distance-based method is sufficient. (b) illustrates the poor separability of the feature vectors in the compression
task. (c) shows how density-based refinement isolates coherent OOD clusters from the in-distribution manifold.

Algorithm 3 OOD Scoring via Discriminativeness and
Diversity-Aware Selection

Require: Clustered OOD set Sguserea With features Z, ID
class centers { .}, distance metric d(-, -), similarity func-
tion s(-,-) (e.g., cosine), target size K or redundancy
threshold 7

Ensure: Final OOD subset Sgnal

1: Discriminativeness scoring: For each z; € Z, compute
an extremity score e(i) = min. d(z;, pi.) > distance from

ID distribution

Sort Z in descending order of e(7)

Initialize Sgpa +— @

if K is specified then
Add the most extreme sample z;+ to Sgnal
while |Sina| < K do

Select j* = argmax., cz\ s, Mz, es,,(1 —

5(z )

Add zj= to Shnal

: end while

10: else

11: for each z; in sorted order of (i) do

12: if min;, s, (1 — s(zj,2)) > 7 then

13: Add zj to Shnal

14: end if

15: end for

16: end if

17: return Sgpa
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inter-class separation enables coarse distance-based OOD de-
tection to perform reliably. Yet, as illustrated in Fig. 4b, tasks
exhibiting overlapping latent clusters require an additional
fine, density-based clustering stage to remove spurious detec-
tions and identify coherent OOD subsets. Overall, these results
demonstrate that the proposed framework is model-agnostic,
relying only on feature embeddings rather than classifier-

specific parameters. This ensures its applicability across both
classification and compression models, enabling consistent and
interpretable OOD detection for wireless CSI data.

B. Compression Model

We evaluate each stage of the proposed pipeline to illustrate
how the process progressively improves the quality of the
detected OOD samples. Starting with the coarse or distance-
based detection, the threshold was defined using the 95th
percentile of in-distribution (ID) distances for each vendor
class. While this stage successfully identifies samples that lie
far from the class centers, many of these outliers are not truly
novel; they often reside near the decision boundary, where the
model can still generalize effectively. As a result, the coarse
method produces a relatively low average mean squared error
(MSE) increase of 6.93%, indicating that a large portion of
the flagged samples still fall within the model’s domain of
competence. The introduction of the fine or density-based
detection leads to a significant improvement. By applying
DBSCAN to the coarse OOD embeddings, sparse or iso-
lated samples—typically associated with measurement noise
or local channel irregularities—are filtered out. The remain-
ing dense clusters represent more consistent and meaningful
deviations from the training distribution, resulting in a sharper
separation between ID and OOD behavior. This refinement
raises the average MSE of the selected subset to 37.6%,
confirming that the retained samples are more challenging and
fall outside the regions where the model generalizes effec-
tively. Finally, the discriminativeness—diversity selection stage
further improves the relevance of the chosen OOD samples.
By ranking samples based on their distance from the ID
distribution (discriminativeness) and their feature dissimilarity
to one another (diversity), this step avoids redundancy and
ensures that retraining is both data-efficient and informative.
The resulting subset exhibits a higher average MSE of 47.5%,
representing samples that are not only harder to reconstruct
but also distinct from one another. These results demonstrate



Dataset MSE (%) Notes
Baseline C .
. . 0 In-distribution
(16k samples) baseline
Unseen data 9.90 Unseen data baseline
(8k samples)
Coarse OOD .
) . 6.93 Distance-based (dy
(2,795 samples) > dk)
Fine OOD 37.62 Density-based
(429 samples) .
outliers
Top-K outliers 47.52 Samples selected for
(K = 100) v
retraining

TABLE II: Stage-wise results of the proposed OOD pipeline.
While coarse distance-based thresholding flags a large number
of samples with only a modest MSE increase, successive
refinement stages reduce the sample set while substantially
increasing reconstruction error, yielding a compact subset that
better exposes failure cases.

that each stage of the pipeline progressively refines the OOD
pool—reducing noise, increasing challenge, and surfacing the
data points most useful for improving model generalization
under distributional shifts.

Figure 5 highlights the trade-off between retraining cost and
OOD performance. While using all OOD samples reduces
reconstruction error by about 1.2%, it nearly doubles the
training time. In contrast, retraining with only 200 carefully se-
lected OOD samples achieves virtually the same reconstruction
error, but in less than half the time. The in-distribution per-
formance remains stable, confirming that selective retraining
enhances OOD robustness without compromising baseline ac-
curacy. Overall, a compact, high-quality OOD subset delivers
a similar performance with significantly lower computational
overhead, demonstrating the efficiency of our discriminative-
ness—diversity selection strategy.
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Fig. 5: Retraining time vs. OOD accuracy. We compare three training
regimes, namely: (i) ID-only (“Full retrain”), (ii) ID + All OOD
(n=400), and (iii)) ID + Subset OOD (n=200) —measured on a
common OOD test set (n=400). Each group shows training time (left
axis, minutes) and reconstruction MSE (right axis)

VI. CONCLUSION

This work proposes a multi-stage OOD framework for wire-
less ML using CSI embeddings. Candidate OOD samples are

narrowed via (i) distance-based screening, (ii) density-based
clustering, and (iii) a discriminativeness—diversity ranking. The
pipeline shrinks the flagged pool from 2,795 to 429 high-
value examples that better capture distribution shifts, enabling
selective retraining (rather than full retrains) to adapt models
efficiently. The approach is model-agnostic and interpretable,
offering a scalable path to more reliable performance in
dynamic channels.
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