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Abstract—AI-native receivers have been proven to demonstrate
a lower bit error rate (BER) compared to classical receivers
under low signal-to-noise ratio (SNR) conditions. Our approach,
called SENTRY, offers a decision framework to switch between
AI-native and classical receivers, specifically to serve Massive
Machine-Type Communication (mMTC) traffic for IoT devices
that are constrained by transmission power limits. First, through
a convolutional neural network (CNN) encapsulated in an xApp
and implemented within the Open RAN cellular deployment,
SENTRY determines if mMTC traffic is present. If yes, then the
xApp activates the AI-native receiver, thus allowing the UE to
transmit at lower powers, while relying on the AI-based decoding
at the base station to maintain the same BER. We validate SEN-
TRY on an OAI 5G network stack (i) after model quantization
through Qualcomm’s AI Model Efficiency Toolkit (AIMET) for
increased execution speed, and (ii) under realistic urban microcell
(UMi) and site-specific ray-traced mMTC channel conditions.
Experiments show that SENTRY-RX achieves BER comparable
to high-power classical receivers while reducing transmit power
by 3 – 4 dB per UE, yielding up to 50% energy savings with
an inference latency of 1.2 ms per OFDM slot for mMTC traffic
compared to a classical receiver. This demonstrates its practicality
as an energy-efficient solution for enhancing reliability in large-
scale mMTC deployments.

Index Terms—AI-native Receiver, Energy Efficiency, Traffic
Classification, O-RAN, mMTC applications.

I. INTRODUCTION

Next-generation wireless networks will enable fine-grained
tracking and provisioning of Quality of Service (QoS) require-
ments for emerging applications [1]. 3GPP already defines
three primary service categories for 5G traffic—enhanced mo-
bile broadband (eMBB), ultra-reliable low-latency communi-
cations (URLLC), and massive machine-type communications
(mMTC) [2], each of which enables unique network objectives
like high throughput, low latency/high reliability, and scalable
connectivity for energy-constrained devices, respectively. AI-
driven RAN solutions offer a promising approach to achieving
traffic-specific network adaptations by integrating ML models
as xApps in the near-RT RIC (RAN Intelligent Controller)
in Open Ran (O-RAN) [3]. Closer to the PHY, AI-native
receivers like Nokia’s DeepRx [4] and NVIDIA’s NeuralRx [5]
perform the entire receiver functionality as a ‘black box’ with
demonstrated performance benefits for low SNR conditions.
However, AI models don’t generalize well in environments not
seen previously during training, and thus, deploying them at all
times may be risky. The open question is when to realistically
deploy ML models to perform receiver-side functions, and
what benefits may occur in doing so over a classical receiver?

Fig. 1: Overview of the SENTRY framework: The gNB serves
heterogeneous traffic (mMTC, URLLC, eMBB). A ML-based traffic
classifier in the near-RT RIC selectively activates the AI-native
receiver, SENTRY-RX only for low-SNR mMTC cases to reduce the
transmission power requirements for the same SNR, while eMBB
and URLLC continue to be served by the classical receiver.

Examining the specific requirements of each service cate-
gory can provide insight into this research question about the
practical deployment of AI-native receivers. Looking closely,
mMTC devices face severe physical-layer challenges due to
low-power operation and strict energy constraints. To con-
serve energy, they transmit at low power, access the uplink
sparsely, and use minimal signaling, which, while efficient,
reduces link robustness, impairs decoding, and increases re-
transmissions. Legacy receivers often struggle under these
conditions, whereas AI-native receivers can learn complex
mappings from received signals to decoded bits and maintain
reliable performance. In contrast, URLLC’s stringent latency
requirements of approximately 1ms make deploying AI-native
receivers impractical today due to their processing overhead,
while eMBB traffic already achieves high throughput with
existing receiver designs. These considerations suggest that
selectively deploying AI-native receivers for mMTC offers
tangible energy efficiency benefits.

Challenges: While selective deployment of AI-native re-
ceivers offers certain gains, several challenges remain: (i)
Deciding when to activate the AI-native receiver requires a
lightweight mechanism that leverages readily available O-
RAN–compliant metrics in real time, ensuring activation oc-
curs only when beneficial; the sparsity and burstiness of real-
world traffic make timely and accurate detection difficult with-
out careful design. (ii) Existing AI-native receivers are often
too computationally heavy and generic for practical mMTC
deployment, motivating the development of lightweight, site-
specific models optimized for local propagation conditions.



(iii) The lack of open-source datasets and testbed tools limits
the evaluation of AI-native receivers under realistic conditions.

Proposed Solution: We propose SENTRY, a framework
that activates AI-native receivers only when trustworthy and
necessary. As illustrated in Fig. 1, multiple service types
including mMTC, URLLC, and eMBB communicate with the
gNB in the uplink. Among these, mMTC services operate
under strict transmit power constraints and experience lower
received SNR at the gNB. A traffic classification xApp in the
near-RT RIC identifies the traffic type, distinguishing low-
power mMTC traffic from mission-critical URLLC or high-
throughput eMBB flows to activate the AI-native receiver
SENTRY-RX only for mMTC traffic, while staying indepen-
dent of latency-critical service performance.

Our main contributions are:
• We propose an AI-native receiver activation framework,

selectively engaging the AI-native receiver only for low-
power mMTC transmissions. This strategy improves re-
liability under the low-SNR conditions typical of mMTC
devices, without impacting URLLC and eMBB traffic.

• We develop a near-RT RIC xApp with a lightweight CNN
that classifies O-RAN–compliant KPIs (Key Performance
Indicator) to distinguish mMTC traffic patterns. We study
the impact of quantizing the CNN through Qualcomm’s
AI Model Efficiency Toolkit (AIMET) [6] that results in
27% lower latency with only 2.6% reduction in accuracy
compared to the baseline model. By exploiting temporal
correlations in traffic, we validate the traffic classifier on
an Open Air Interface (OAI) based 5G testbed [7].

• We design a lightweight AI-native receiver SENTRY-
RX and evaluate it for: (i) a 3GPP Urban Micro Cell
(UMi) [8] scenario simulated in NVIDIA Sionna, and
(ii) a site-specific ray-traced environment in SionnaRT
[9]. In both cases, SENTRY-RX achieves the same BER
as the classical high-power receiver with 3–4 dB per-UE
reduction in transmit power for mMTC devices.

• We develop a synchronized data collection software
framework, extending the Sionna Research Kit [9] and
the OAI stack, to record received IQ samples, channel
estimates, and LLRs for adapting or retraining AI-native
receivers. We have open-sourced in [10]: (i) data collec-
tion framework, (ii) the trained mMTC traffic classifier,
(iii) the AI-native receiver, SENTRY-RX, and (iv) the
OAI-based KPI dataset, to enable replication, extension,
and broader use by the research community.

II. BACKGROUND AND RELATED WORK

Early traffic classification used statistical models such as
Bayesian analysis on flow-level features [11], but these re-
lied on packet inspection, which is infeasible in 5G due to
encryption and privacy constraints. With O-RAN, the focus
has shifted towards ML-based KPI analysis via the E2 in-
terface, enabling data-driven RAN slicing and traffic fore-
casting that outperform static allocation [12], [13]. Building
on this progress, the TRACTOR framework introduced an
O-RAN–compliant approach to generate KPI datasets and

validate ML-based traffic classification as an xApp [3], laying
the foundation for KPI-driven ML in O-RAN traffic analysis.

Recent work highlights the potential of AI-native receivers
under low-SNR and rapidly varying conditions. DeepRx [4]
uses a fully convolutional architecture on OFDM grids for
joint channel estimation and symbol detection, producing soft
outputs compatible with standard decoders and robust to short-
packet, low-power scenarios. NVIDIA’s NeuralRx [5] enables
real-time inference with TensorRT, supporting hardware-in-
the-loop testing, advancing practical AI-native receiver design.

Unlike existing AI-native receivers that operate continu-
ously on all incoming traffic types, our SENTRY framework is
customized for mMTC traffic, with lightweight and quantized
CNN models for traffic classification compared to [3], [14] as
well as a specially designed variant of DeepRx [4] with only
5 Residual blocks instead of 11. Furthermore, ‘on-demand’
activation of the AI-native receiver offers a new approach to
motivating when it is preferred over a classical receiver.

III. TRAFFIC-AWARE RECEIVER ACTIVATION

In this section, we introduce the SENTRY framework for
traffic-aware receiver activation. To support this, we develop an
OAI 5G cellular testbed, as shown in Fig. 2. Our testbed lever-
ages Sionna Research Kit (Sionna-RK) [9], which provides
dockerized implementations of the OAI gNB and 5G Core,
deployed on an NVIDIA Jetson AGX Orin 64GB Developer
Kit with a USRP B210 [15] serving as the RU. On the UE side,
we employ a USRP B210 interfaced with an Intel x86 host that
executes the OAI UE stack. For RAN monitoring, we run OAI
FlexRIC [7] on the Orin board as a near-real-time RIC. We
further extend Sionna-RK’s data capture software framework
to support real-time data acquisition for AI-native receivers.

A. Dataset and Emulating 5G Traffic in OAI

We use a publicly available dataset [3] comprising 447
minutes of real 5G traffic collected with Google Pixel 6 Pro
devices across diverse days, locations, and mobility condi-
tions. It covers three service classes: eMBB (video streaming,
file transfers), URLLC (voice, video conferencing, AR), and
mMTC (messaging, background activity).

B. Capturing KPIs with in-house OAI-testbed

We develop a Python-based traffic generation and replay
framework to emulate real 5G traffic in our OAI testbed,
following the methodology in [3]. The tool reads real 5G
traffic traces and generates UDP packets matching the original
packet lengths and timestamps. Source and destination IPs
determine whether a packet is sent by the OAI UE or 5G
Core, while timestamps preserve inter-packet timing, enabling
accurate replication of the first hop over the air. The FlexRIC
provides near-real-time gNB monitoring via the E2 interface.
To capture network performance, we use the KPI Monitoring
xApp (KPM-MONI) that retrieves the KPIs of our interest
(Table. I) every 200ms. These measurements drive an ML-
based module for traffic slice classification between mMTC
and non-mMTC flows, while all KPIs are logged as inputs for
the ML-aided traffic classifier.



Fig. 2: In-house OAI-based 5G testbed architecture. An Intel
x86 platform hosts the OAI UE, transmitting uplink traffic
through an Ettus USRP B210. The gNB, 5G Core, and near-
RT RIC (FlexRIC) run on the NVIDIA Jetson AGX Orin,
where an xApp collects real-time KPIs via the E2 interface.

KPI name Description

DRB PdcpSduVolumeDL kb Downlink PDCP SDU volume in kilobytes

DRB PdcpSduVolumeUL kb Uplink PDCP SDU volume in kilobytes

DRB RlcSduDelayDl µs Downlink RLC SDU delay in microseconds

RRU PrbTotDl PRBs Number of PRBs scheduled on Downlink

RRU PrbTotUl PRBs Number of PRBs scheduled on uplink

DRB UEThpDl Mbps Downlink user throughput

DRB UEThpUl Mbps Uplink user throughput

TABLE I: O-RAN–compliant RAN KPIs collected by the
KPI Monitoring xApp-KPM-MONI.

C. Preprocessing KPIs for Model training

We preprocess all collected network KPIs remove protocol-
level identifiers to reduce bias and dimensionality, and inactive
silence periods.Seven relevant O-RAN–compliant KPIs (Ta-
ble. I) representing traffic volume, latency, and resource usage
are considered after normalization to [0, 1]. For training, model
inputs are formed by stacking T consecutive KPI samples
collected at the gNB, each with M = 7 metrics, producing
a T × M input that captures temporal traffic evolution over
a T × 200 ms interval. A sliding window with a 200 ms
stride generates a labeled instance at each step. Resulting
slices are randomized and split into 80% training and 20%
testing sets, yielding 84K training and 25K testing samples
divided across mMTC and non-mMTC classes (combining
URLLC and eMBB). Initially, the dataset exhibited a class
imbalance, with approximately 35% mMTC and 65% non-
mMTC samples. To address this, we augmented only the
mMTC class with synthetic iPerf-based traces [16].

D. Traffic Classification xApp and Receiver Selection

To enable selective activation of AI-native receiver for low-
power mMTC devices, we implement a single-layer 2D CNN
comprising 20, 4 × 1 kernels, a fully connected layer of 512
neurons, and a LogSoftmax output as in [3], with the output
layer modified to function as a binary classifier distinguishing
mMTC from non-mMTC traffic. The model is trained using
Adam with an initial learning rate of 10−3, decaying by a
factor of 10 on cross-entropy loss plateau down to 10−5, for
up to 350 epochs with early stopping.

IV. SENTRY-RX FRAMEWORK

This section presents the design of our AI-native receiver,
SENTRY-RX, for site-specific mMTC deployments.

A. Experimental Setup

1) Waveform Configuration: Our 5G waveform consists
of 8 PRBs (96 subcarriers) across 14 OFDM symbols, with
30 kHz subcarrier spacing, yielding an 8.64 MHz bandwidth
at a carrier frequency of 5.3 GHz. QPSK modulation is em-
ployed, chosen for its suitability under the low-SNR conditions
typical of energy-constrained mMTC devices.

2) Urban Micro-Cell Scenario: We emulate a 3GPP UMi
environment with a single-antenna gNB and mMTC devices
placed at a height of 10 m and 1.5 m, respectively. The devices
are further distributed within a 10–100 m radius with mobility
ranges up to 6 m/s, and both LOS and NLOS components
are modeled to capture realistic urban propagation. This en-
vironment exposes the network to diverse frequency-selective
fading and SNR conditions.

3) Site-Specific Ray-Traced Scenario: SENTRY-RX is fur-
ther validated using ray-traced channels from a representative
mMTC site with the same device deployment as in the
previous subsection. The site is modeled in Blender [17]
with a medium dry ground and concrete buildings, imported
into SionnaRT capturing realistic propagation effects including
reflection, refraction, diffraction, and scattering.

B. SENTRY-RX Architecture and Training

The SENTRY-RX architecture (Fig. 3a) is detailed below:
1) Data Representation: Each input to SENTRY-RX con-

sists of the received OFDM grid Y ∈ CS×F and correspond-
ing LS channel estimates Ĥ ∈ CS×F . The LS estimate is
retained only at the pilot resource element within each resource
block (symbol 7, subcarrier 6), with all other elements masked
to 0. The real and imaginary components of both Y and Ĥ are
split and stacked along the last dimension of the input tensor.
The target output is the transmitted bit vector b ∈ {0, 1}B , and
the network predicts bit-level LLRs for each resource element,
converted to hard bits via sigmoid activation and thresholding,
while maintaining the OFDM grid structure.

2) Model Architecture: Our SENTRY-RX is a lightweight
residual network with five residual blocks (Fig. 3a), a signif-
icant simplification over 11 blocks present in the full version
of DeepRx [4]. The input tensor is first processed by a 3× 3
convolution with 64 filters and ReLU activations. Each residual
block consists of two 3× 3 separable convolutions with batch
normalization, a ReLU after the first convolution, and a skip
connection; when input and output channel dimensions differ,
a 1 × 1 convolution is applied for projection. Intermediate
layers capture correlations across OFDM symbols and subcar-
riers, and the final convolution outputs bit-level LLRs aligned
with the OFDM grid.

3) Training Process: The dataset comprises 10,000 samples
at each Eb/N0 value, considering the range of –5 dB to 5
dB, with a split of 80% training and 20% validation. Train-
ing is performed using a custom Adam optimizer schedule,



consisting of warm-up, constant, and decay phases, with a
peak learning rate of 0.01 and batch size of N = 32.
The model is trained to minimize binary cross-entropy loss
computed between predicted bit probabilities and ground-truth
bit labels. The training pipeline preserves the per-subcarrier
and per-symbol structure of the OFDM grid to ensure the
learned representations remain consistent with the physical
transmission structure.
C. OAI Data Collection framework for Model Adaptation

We extended Sionna-RK with our data collection software
framework to enable synchronized collection of AI-native
receiver training data across multiple stages of the physical
layer. Our synchronized data collection software framework
comprises two components as shown in Fig. 3b: (i) a data
capture plugin, expanding upon the open-source Sionna-RK
reference implementations, interfacing with the OAI stack to
capture data at multiple PHY end-points, and (ii) a prepro-
cessing toolkit that performs synchronization, alignment, and
scaling on the captured data from the OAI stack. Firstly,
the data capture plugins simultaneously captures three key
data streams: the frequency-domain received signal, the corre-
sponding per-subcarrier channel estimates, and the LLRs from
the demapper. The received signal is recorded immediately
after the FFT in the nr_ulsch_demodulation.c source
file of the OAI stack, while the channel estimates are captured
prior to equalization along with metadata such as symbol
base and offset indices, which are used to compute symbol
numbers and align them with demapper outputs from the
nr_ulsch_llr_computation.c source file.

Thereafter, our preprocessing toolkit reshapes all captured
data streams, originally stored sequentially per symbol, to
match the OFDM resource grid, preserving subcarrier and
symbol ordering. It then normalizes the frequency-domain
received signal, scales the LLRs to stabilize gradient-based
optimization, and formats all vectors into consistent dimen-
sions suitable for AI-native training. Each dataset sample
thus contains a reshaped received vector, a channel vector
of matching dimensions, and the corresponding LLR vector.
While the framework captures LLRs at the receiver, it can
be extended to generate ideal reference data, which can then
be replayed through the hardware and combined with real
measurements under realistic channel conditions.

V. PERFORMANCE EVALUATION

We evaluate the modules of the SENTRY framework,
including the traffic classification model through OTA (Over-
the-Air) testbed experiments supporting selective activation,
the SENTRY-RX under stochastic and ray-traced channels (as
described in Sec. IV), and the system-level benefits focusing
on latency and energy efficiency.

A. Validating ML-aided Traffic Classification

To evaluate the role of traffic classification in enabling
dynamic activation of SENTRY-RX, we investigate the per-
formance of the proposed classifier for slice lengths T =
{4, 8, 16, 32, 64}, corresponding to performing classification

(a) SENTRY-RX: Lightweight AI-native receiver architecture

(b) Synchronized Data Collection Software Framework

Fig. 3: SENTRY-RX model and data collection framework

over time intervals of {1, 2, 4, 8, 16} seconds, respectively. In
addition to preliminary experimentation in OAI RF Simulation
mode, we assess its feasibility in an OAI 5G testbed with
USRP radios. The classification accuracy obtained by the
CNN-based model is shown in Fig. 4a and 4b in RF Simulation
and OTA respectively. It is observed that longer observation
windows provide richer temporal context, achieving up to
96% accuracy for T = 64 (16 s worth of KPIs), whereas
shorter slices experience a gradual reduction in accuracy due to
limited information. These findings emphasize the importance
of employing an ML-based approach, since conventional rule-
based mechanisms fail to capture the non-linear temporal
dependencies across KPIs that are necessary to sustain reli-
able performance across varying slice lengths. These results
confirm that the classifier maintains high accuracy under these
OTA conditions, thereby demonstrating both its robustness and
its effectiveness in supporting traffic-aware receiver adaptation
in operational 5G systems.

Observation 1: Our ML-based traffic classifier retains high
accuracy of 96% for slice length of 64 under OTA channel and
impairments, validating suitability for trustworthy activation
of AI-native receiver when required (ref Fig. 4a and 4b).

B. Benchmarking SENTRY-RX Performance

We investigate the performance of our AI-native receiver,
SENTRY-RX, under low-SNR conditions in two complemen-
tary propagation scenarios described in the previous section:
(i) a 3GPP UMi stochastic channel model, and (ii) a site-
specific ray-traced scenario generated using SionnaRT. The
evaluation is carried out over an Eb/N0 range from -5 to 5 dB
to examine the receiver’s robustness under practical mMTC
outdoor conditions. For benchmarking, we implement a clas-
sical receiver chain comprising LS channel estimation, MMSE



(a) RF Simulation (b) OTA -Testbed Experiment

Fig. 4: Results for CNN-based traffic classification accuracy
(%) for non-mMTC and mMTC scenarios

Fig. 5: BER performance of SENTRY-RX compared to Clas-
sical RX under UMi and site-specific channels

equalization, and symbol demapping using Sionna PHY mod-
ules. Fig. 5 presents the BER versus Eb/N0 performance.
Across all cases, SENTRY-RX consistently outperforms the
classical benchmark. In the UMi scenario, this advantage arises
from its ability to adapt to rapid channel fluctuations and
fading, resulting in smoother BER curves. In the site-specific
scenario, SENTRY-RX maintains a similar trend, showcasing
robust performance by capturing deterministic spatial corre-
lations amid multipath, shadowing, and deep fades, evaluated
under two mobility ranges of 0.33 m/s and 2–6 m/s. Notably,
the classical receiver requires a higher Eb/N0 to achieve a
given BER compared to SENTRY-RX, with this advantage
consistently observed across the range. Averaging the gap over
all considered Eb/N0 values gives a net gain of 3.13 dB for
SENTRY-RX. These findings indicate that mMTC nodes could
operate with approximately 3–4 dB lower transmit power
while maintaining equivalent link reliability. Additionally, we
compare SENTRY-RX with the original DeepRx (11 residual
blocks) and find that SENTRY-RX (5 residual blocks) achieves
equivalent performance with substantially fewer parameters.
Because low-power mMTC traffic operates with selective
modulation schemes and low-SNR regimes, the AI-native
receiver only needs to learn a constrained training space,
allowing a lower-complexity model to perform effectively,
highlighting another advantage of selective activation of the
AI-native receiver.

Observation 2: SENTRY-RX achieves a consistent 3–4 dB
performance gain over the classical receiver across both
stochastic and ray-traced scenarios, indicating that mMTC
devices can operate with proportionally lower transmit power
while sustaining equivalent link reliability (ref Fig. 5).

Fig. 6: Accuracy and end-to-end latency across quantization
strategies. QAT (INT8) maintains near-FP32 accuracy 2.6%
with ∼27% lower latency, enabling efficient xApp execution
on CPU-only RICs.

Fig. 7: SENTRY reduces total transmit power by 50% at scale,
enabling energy-efficient mMTC uplink communication.

C. System Level Analysis : Latency and Energy Efficiency

This section evaluates the practical realization of the pro-
posed framework across O-RAN functional layers, focusing
on (i) the traffic classifier xApp, (ii) the AI-native receiver
SENTRY-RX at the gNB, and (iii) large-scale energy efficiency.

1) Traffic Classifier xApp Opitmized with Qualcomm’s
AIMET Toolkit: In practical O-RAN deployments, the near-
RT RIC is typically hosted on CPU-only edge servers without
dedicated GPUs. To ensure model feasibility under these
constraints, we employ Quantization-Aware Training (QAT)
using Qualcomm’s AIMET toolkit [6]. The resulting quantized
model 8-bit Integer Precision (reduced to INT8) performance
is presented in Fig. 6, which compares the baseline model, 32-
bit Floating Point Precision (FP32), post-training quantization
(PTQ), and QAT variants.

Observation 3: QAT preserves near-FP32 accuracy with
only a 2.6% reduction while achieving approximately 27%
lower latency. This improvement enables efficient and reliable
execution of the traffic classifier xApp on CPU-only near-RT
RIC environments (ref Fig. 6).

2) AI-Native Receiver Deployment on NVIDIA Orin Plat-
form: We evaluate the system-level performance of SENTRY-
RX on an NVIDIA Orin platform, providing insights for
operators on deploying AI-native receivers at the gNB. The
trained TensorFlow model [18] is converted to TensorRT [19]
and deployed on the board, achieving an inference latency of
1.2ms per OFDM slot. This demonstrates that SENTRY-RX is
suitable for energy-constrained mMTC cases, while still falling
short for stringent URLLC latency requirements.



Fig. 8: Visualization of the equalized symbols derived from Rx
and channel estimates captured via the input plugin, alongside
demapper outputs from the output plugin.

Observation 4: The baseline ML model on NVIDIA A100
GPU has an average inference latency of 2.7 ms per OFDM
frame, whereas the TensorRT-optimized SENTRY-RX achieves
1.2 ms on the NVIDIA Jetson AGX Orin—a 2.25× speedup via
hardware-aware optimization, making it suitable for energy-
constrained mMTC but less ideal for latency-critical URLLC.

3) Energy Efficiency Evaluation: To assess long-term en-
ergy efficiency, we compute the cumulative transmit power
over 2000 OFDM slots, corresponding to 1 second for 5G
NR numerology 1 with a slot duration of 0.5 ms. Through
SENTRY-RX, mMTC devices can reduce their transmit power
by 3-4 dB while maintaining target reliability. We simulate
networks with 10 to 1000 devices, comparing two transmit
power scenarios: standard UE power of 20 dBm (case 1) and
reduced power of 17 dBm (case 2) (see Fig. 7). Even modest
per-frame power reductions result in achieving up to 50%
overall reduction for 1000 devices.

Observation 5: A consistent 3 dB transmit power reduction
accompanied with SENTRY-RX at gNB, achieves up to 50% cu-
mulative energy savings, highlighting effectiveness for energy-
efficient operation in dense mmTC deployments (ref Fig. 7).
D. Real World Data Acquisition

Finally, we validate the synchronized data collection frame-
work developed as an extension of Sionna-RK, which records
received IQ samples, channel estimates, and log-likelihood
ratios. As described in Sec. IV, the framework formats input-
output samples to create a consistent pipeline for evaluat-
ing or retraining AI-native receivers, capturing real-world
OTA impairments. To illustrate its utility, Fig. 8 shows two
constellation plots from OTA USRP transmissions using the
waveform configurations in Sec. IV and captured via OAI data
plugins. The first plot shows the result of using the received IQ
signals and channel extracted from our plugins for decoding
using an offline classical receiver in Sionna, while the second
shows decoded constellations from OAI performing the same
operation, demonstrating that both plots are equivalent and the
captured signals are suitable for an AI-native receiver.

Observation 6: The synchronized data collection software
enables reliable OTA collection of AI-native receiver training
data, generating input samples aligned with the corresponding
receiver outputs. (ref Fig. 8)

VI. CONCLUSION AND OUTLOOK

We presented SENTRY, a selective activation framework
for AI-native receivers in 5G, targeting low-power, bursty

mMTC traffic. A lightweight traffic-classification xApp in
the near-RT RIC identifies mMTC transmissions in real time
and selectively activates a site-specific AI-native receiver at
the DU. Testbed and simulation based evaluations, including
traffic classification on an OAI based 5G testbed and AI-native
receiver assessments under stochastic UMi and ray-traced
channels, demonstrate reliable low-SNR decoding for mMTC
devices while preserving energy efficiency. Our data collection
software framework further supports reproducible training and
adaptation under practical conditions. Future work will focus
on online learning, real-time adaptation and validation under
diverse channels.
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