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Abstract—Over-the-air federated learning (OTA-FL) harnesses
the superposition property of wireless channels for efficient
model aggregation, offering significant spectrum savings. How-
ever, practical deployment is challenged by analog distortions,
synchronization errors, and dynamic gradient scaling across
neural network layers. This paper presents a robust OTA-FL
framework that systematically addresses these limitations. We
introduce a gradient-aware power scaling technique that adjusts
per-layer transmit power to mitigate the impact of uneven
gradient magnitudes, coupled with channel pre-equalization for
stable convergence. We implement OTA-FL on a real-world
testbed with a multi-antenna gNB and develop a deep learning
based multi-antenna combiner for scalable aggregation in dense
networks. To enable reproducible and site-aware evaluation, we
propose a digital twin framework that integrates ray-traced
urban channels into a hardware-in-the-loop testbed via real-
time channel emulation. Experimental results on a wireless
positioning task demonstrate that our OTA-FL system achieves
model accuracy comparable to digital FL while providing a
140× reduction in spectrum usage for 20 participants. This
work closes the gap between OTA-FL theory and real-world
deployment, highlighting practical solutions for scalable and
spectrum-efficient FL.

Index Terms—AirComp, Over-the-Air Computation, Feder-
ated Learning, Spectrum Utilization

I. INTRODUCTION

Emerging applications at the wireless edge such as local-
ization, spectrum sensing, signal classification, channel estima-
tion among others, will increasingly rely on machine learning
(ML) within future 6G systems [1]. However, the vision of
performing large-scale ML training across a multitude of
edge devices remains largely unrealized due to persistent
bottlenecks in network infrastructure. Federated Learning (FL)
has emerged as one of the collaborative learning paradigms,
enabling devices to train models locally and periodically send
updates to a central server for aggregation [2]. FL allows
models to generalize across a wide range of scenarios while
preserving data privacy. Nevertheless, allocating dedicated
network resources for each participant in every training round
poses a scalability challenge, especially in densely populated
urban scenarios where bandwidth is limited.

A. Federated Learning using Over-the-Air Computation
Recent research has increasingly focused on integrating

computation and communication to meet the demands of
modern wireless systems [3], [4]. Within this context, the

Fig. 1: Overview of OTA-FL in a realistic wireless setting benefiting
from simultaneous aggregation over shared spectrum resources. How-
ever, the performance is influenced by path losses, high gradient vari-
ance in deeper neural networks considered for edge AI applications,
complexity of multi-antenna combining, hardware non-idealities, and
synchronization errors, which we investigate in this paper.

concept of over-the-air (OTA) computation has gained traction
in the wireless community [5]. This approach leverages the
natural superposition property of wireless channels to compute
fundamental functions directly over the air. This technique
is especially well-suited for FL, as it allows multiple user
equipments (UEs) to concurrently transmit model updates
over common time-frequency resources in analog form. These
updates are aggregated naturally by the channel by construc-
tively interfering to enable summation of model parameters.
The gNodeB (gNB) can subsequently use such OTA signal
summations to execute federated averaging (FedAvg) [6],
effectively using the wireless medium itself as a computation
engine. Taking advantage of the addition of analog signals
allows significant gains in bandwidth and latency, due to
the utilization of network resources required only for a sin-
gle client, irrespective of the actual number of participants
involved in the FL training. However, despite the growing
theoretical interest and simulation-based validations of OTA-
FL, its practical deployment remains elusive.

B. Detailed Review of Technical Challenges
We next describe the challenges that we propose to tackle

in this paper to realize the promise of OTA-FL. We refer to
the scenario shown in Fig. 1, where two UEs are OTA-FL
participants with a multi-antenna gNB as the server.
• Gradient variability and analog communication: Large-
scale ML models exhibit high gradient variance across lay-
ers, as shown in Fig. 1. In OTA-FL, where gradients are



transmitted as analog signals rather than digital symbols, this
imbalance worsens, some layers dominate while others vanish,
destabilizing convergence. Additionally, analog transmission
suffers from hardware constraints like power clipping and
noise amplification, intensified by strict transmit power limits.
These challenges hinder signal quality and complicate power
control. Prior works often ignore this by using normalized
gradients, shallow models, and idealized channels [7]–[9].
• Balancing SNR across UEs: Limited UE transmit power
and complex site-specific effects, such as blockage, diffraction,
and scattering, lead to uneven received signal strengths during
OTA-FL. Fig. 1 (top) shows a simplified stochastic channel
model, which primarily relies on distance-based fading. How-
ever, it fails to capture the spatial variability seen in real urban
environments (bottom of the figure), resulting in a significant
simulation-to-reality (Sim2Real) gap. UEs in obstructed areas
experience severe signal attenuation, causing SNR disparities
that impair aggregation and model convergence. This high-
lights the critical need for site-specific channel characteristics
for realistic OTA-FL performance evaluation.
• OTA with multi-antenna gNB: Utilizing multiple antennas
at the gNB offers spatial diversity gains since the gNB receives
multiple replicas of the same signal (Fig. 1). This mitigates
noise after coherent combining. However, variations in channel
conditions across antennas, phase misalignments, and hard-
ware imperfections hinder accurate combination of analog
signals. These issues degrade signal quality and complicate
reliable global model recovery, posing challenges for practical
multi-antenna OTA-FL deployment.
• Synchronization Challenges: Coherent aggregation requires
signals from all UEs to be transmitted with precise timing
alignment and frequencies synchronized. As illustrated in
Figure 1, UEs must follow a common timing reference with
synchronization accuracy on the order of sub-µs. However,
real-world UEs can have imperfect synchronization, and how
such timing discrepancies affect the OTA-FL aggregation
process remains an open research question.

C. Contributions
• We propose a layer-wise gradient-aware power scaling
strategy that adjusts each layer’s transmit power based on
its gradient norm, combined with channel pre-equalization to
balance SNR. This mitigates dynamic range imbalance in deep
networks, enabling stable OTA-FL convergence under urban
path loss and gradient heterogeneity, proving that OTA-FL no
longer needs to be limited to shallow models.
• To best of our knowledge, our work is the first over-the-air
demonstration of OTA-FL with a multi-antenna equipped gNB
using software-defined radios (SDRs). The system features
tight synchronization and channel estimation mechanisms op-
erating within the specifications of a 5G based OFDM wave-
form, considering real-world propagation effects and proving
OTA-FL feasibility in multi-antenna cellular base stations.
• We develop a deep-learning-based combiner at the gNB that
performs receive beamforming in a multi-user OTA-FL setting.
This data-driven solution eliminates the need for complex op-

timization or sub-optimal classical methods, enabling efficient
gradient recovery under noisy, multi-antenna superposition.
• We conduct the first rigorous hardware-in-the-loop OTA-FL
validation using USRPs [10] to include hardware constraints
and Keysight PROPSIM channel emulator [11] configured
with realistic urban ray-traced channels. This setup forms a
Digital Twin (DT) of OTA-FL, capturing scene geometry, mul-
tipath, Doppler effects due to time-varying mobile UEs, and
path loss reflecting real-world conditions. We evaluate OTA-
FL for a Wireless Positioning task, achieving sub-m prediction
accuracy and 140× improvement in spectrum efficiency over
digital FL for 20 clients.

The authors have provided public access to the code-base
for performing OTA-FL using real-world USRP devices solely
developed by the lead author’s institute at [12].

II. RELATED WORK

We highlight some of the key OTA-FL work in Tab. I and
provide an overview of the research landscape below :
•Power Control and Precoding in OTA-FL: Accurate
gradient scaling is crucial in OTA-FL, as it directly affects
signal aggregation. Prior works have explored power control
and precoding to mitigate distortion and bias. Zhu et al.
[13] propose an analog OFDM aggregation method assuming
perfect CSI and selecting only high-SNR users, which risks
model bias. Sery et al. [8], [14] develop time-varying pre-
coding to combat noise accumulation, but restrict evaluation
to Rayleigh fading, overlooking realistic propagation. Mao et
al. [7] introduce power control with local epoch adaptation
and channel inversion, yet assume idealized channels, ignoring
spatial user distribution and large-scale fading. Yang et al. [18]
consider joint device selection and beamforming under perfect
CSI. Xu et al. [19] propose dynamic learning rate tuning for
channel-aware adaptation. In [15], gradient statistics are used
to reduce aggregation error, but the complex formulation limits
real-time deployment.
•Multi-antenna OTA-FL: The survey in [5] outlines pre-
equalization techniques for both single and multi-antenna
setups, emphasizing that full channel inversion is generally
infeasible in gNBs with multiple antennas due to inter-user
interference. In multi-antenna OTA-FL, prior work has primar-
ily focused on minimizing receiver MSE, as in [20], where
users’ transmit and BS’s receive beamforming are jointly
optimized using alternating optimization. In [16], Wang et
al. introduce a digital OTA-FL framework that employs an
artificial neural network at the parameter server to dynamically
learn beamforming matrices from estimated model updates.
•OTA-FL Proof-of-Concepts: Guo et al. [21] introduce a
method for compensating timing offsets, validated on a basic
task involving two IoT sensor nodes training a simple neural
network with two hidden layers. Miao et al. [22] propose
a 1-bit quantization technique as a resource-efficient digital
solution for OTA-FL. Building upon this, Sahin et al. [23]–[25]
develop modulation and encoding schemes, experimentally
tested indoors using SDRs with short-range links. Our prior
work [26] demonstrated OTA-FL on real-world testbeds for



TABLE I: Comparison of key OTA-FL Works Considering Experimental Validation

Work CSI Quality Waveform Implementation Channel Model Novelty

[13] Perfect OFDM Simulation Rayleigh OTA-FL using cellular setup and OFDM waveform
[8], [14] Imperfect Single Carrier Simulation Rayleigh Adaptive precoding with global scaling
[7] Imperfect Single Carrier Simulation Rayleigh Adaptive local steps for OTA-FL based on channel
[15] Perfect Single Carrier Simulation Rayleigh Gradient Statistic Aware Power Control
[16] Perfect Single Carrier Simulation Rayleigh Digital Multi-antenna OTA-FL
[17] No CSI required OFDM Real-World Indoor Lab Channel FSK based Majority Vote and digital aggregation

Ours Estimated OFDM Real-World + DT Indoor and Ray-Traced Outdoor
• Site-specific validation with hardware-in-the-loop
• Multi-antenna OTA-FL Demo
• Gradient-aware power control

channel estimation and object classification using lightweight
models. This work advances OTA-FL to a substantially de-
manding regime of large-capacity neural networks.

In summary, prior art has focused on CSI-based pre-
equalization and simplified channel models. Our work ad-
vances the field by integrating large-scale DL models in a
realistic application by proposing gradient-aware power con-
trol and validating the approach through hardware-in-the-loop
testing within an actual multi-antenna 5G cellular network.

III. SYSTEM MODEL

This section describes the building blocks of the system to
gain an intuitive understanding of the upcoming framework.

A. Federated Learning

We consider a FL setup where UEs collaboratively train
a shared ML model using the FedAvg algorithm [6]. Each
UE holds a local model f and a dataset consisting of N
samples denoted by input-label pairs (I,G), where I =
{I1, I2, . . . , IN} are inputs and G = {G1, G2, . . . , GN} are
corresponding ground-truth labels. For sample n, the predic-
tion is On = f(In | Θ), where Θ = {θ1, θ2, . . . , θP } is the set
of model parameters to be learned. Each UE performs local
training by minimizing the MSE loss over mini-batches of size
B, defined as L(Θ) = 1

B

∑B
n=1 |On−Gn|2, using optimizers

like SGD or Adam. After E local epochs in round r, each UE
transmits its updated model Θi,r to the gNB, which performs
model aggregation as Θg

r = 1
M

∑M
i=1 Θi,r, where M is the

number of participating UEs. The global model Θg
r is then

broadcast to all UEs over an error-free downlink.

B. Over-the-Air Computation

We develop a theoretical framework for aggregating local
model updates over the wireless channel. Each UE maps its
local model Θi,r onto shared time-frequency resources. Unlike
conventional uplink where the gNB can equalize the channel
H , OTA-FL involves simultaneous transmissions from UEs,
each experiencing a distinct channel Hi. The gNB receives
a superimposed signal due to the linearity of the wireless
medium, modeled as Y =

∑
i HiXi + NU , where Xi is the

precoded model update from UE i, and NU ∼ N (0, σ2
U )

represents the thermal noise experienced at the receiver.

Fig. 2: Procedure of OTA-FL operating in a cellular network.

C. Over the Air Federated Learning
Our OTA-FL framework, as shown in Fig. 2 is briefly

described below:
• Local Model Training (at UEs): The UEs utilize their local
datasets to train their local models over a specific number of
training epochs for each round before periodic aggregation.
• Layer-Wise Gradient Scaling (at UEs): Adjustment of
transmit power per model layer to improve OTA aggregation,
ensuring updates are not buried by noise.
• Resource Grid Mapping (at UEs): Model updates are
paired and mapped as complex numbers to OFDM resources.
• Channel Pre-Equalization (at UEs): We use the estimated
channel for precoding the model updates, ensuring that we can
compensate in advance for the propagation effects and satisfy
UE power constraints during the uplink transmission.
• OTA aggregation (in the uplink): We transmit the encoded
model updates over the air, in common OFDM resources to
get aggregated in the propagation channel.
• Multi-Antenna Signal Processing at gNB (at the gNB):
The OTA aggregated model updates are received at the gNB
at multiple antennas with misalignments. We need to post-
process them using a suitable combiner method and eliminate
the power scaling factors to retrieve the OTA aggregated global
model, which can be delivered back to UEs for continuing the
model training until convergence.

IV. OTA FL FRAMEWORK

A. Local Model Training

Each UE initializes its model with the latest global model
from the gNB and trains locally. Instead of transmitting full
parameters Θ, we send updates ∆Θ. This stabilizes learning
under OTA distortions by tolerating noise, misalignment, and
aggregation errors, enabling smoother convergence. These
updates gi = ∆Θ are pre-processed before transmission.



B. Layer-Wise Scaling

Most OTA-FL works assume the gradient vector has nor-
malized average power, typically approximated as unity, using
a single global scaling factor. Let gi ∈ Rd be the local
gradient from UE i, and G =

∑M
i=1 gi the aggregated

gradient. Under the global power assumption E[∥G∥2] ≈ 1,
a scalar αglobal suffices to meet the power constraint via
α2
global · E[∥G∥2] ≤ Pmax. However, this approach breaks

down in deep models with L layers, where per-layer gradients
g
(l)
i differ significantly in scale. The aggregated vector natu-

rally decomposes as G =
[∑

i g
(1)
i , . . . ,

∑
i g

(L)
i

]
with each

layer contributing a distinct power P (l) := E[∥
∑

i g
(l)
i ∥2].

These can differ by several orders of magnitude, making global
scaling fail, with large-gradient layers risk clipping, while
small ones may vanish in noise. To address this, we propose a
coordinated layer-wise scaling approach, where each layer l is
scaled by a common factor α(l) = 1/maxi ∥g(l)

i ∥, computed
centrally and broadcast to all UEs. This normalizes each layer
relative to the largest UE-side gradient, ensuring balanced
power across layers. The resulting scaled updates are denoted
Ui,r = {u1

i,r, u
2
i,r, . . . , u

P
i,r}.

C. Embedding updates to OFDM Waveform

Leveraging the complex nature of OFDM symbols, we
encode two real-valued updates into one complex symbol
using wi,k = u2k−1

i,r + ju2k
i,r for k = 1, . . . , P/2. Given a

system bandwidth B and subcarrier spacing δ, the number
of subcarriers per OFDM symbol is B/δ. Let T denote the
number of OFDM symbols per slot. Then, the total number of
complex symbols per Resource Grid (RG) is T · (B/δ). The
number of slots required to transmit P parameters is given by
ρ = P/ (2T (B/δ)). The final set of mapped complex symbols
is represented as Si = {si,1, si,2, . . . , si,P/2}.

D. Channel Estimation and Power Control

Each UE estimates its channel Ĥf
i and obtains its amplitude

|Ĥf
i |. We define the global reference gain as the minimum

channel amplitude among all UEs, Gref = minj |Ĥf
j |. Each

UE transmits the pre-equalized signal Xi = βi
Si

|Ĥf
i |

· Gref ,
where the scaling factor βi ≤ 1 ensures the peak power
constraint is met: βi = min

(
1,
√

Ppeak

max |Xraw
i |2

)
with Xraw

i =
Si

|Ĥf
i |

·Gref . This approach lets the weakest UE (with channel
amplitude equal to Gref ) transmit at full power, while stronger
UEs reduce power proportionally, balancing received SNRs
and respecting the peak power limit.

E. OTA Aggregation

Ultimately, the signals are transmitted over the air with
uplink channel HU using the same time-frequency resources,
expecting the channel and precoded vectors to compensate
each other. The received superposition from all UEs is approx-
imately Y =

∑M
i=1 HUXi +Na, assuming minimal misalign-

ment, with a denoting antenna index, signifying independent
noise at each antenna.

Fig. 3: System Architecture of OTA-FL testbed involving 3 modules :
1) FL, 2) Signal Processing, 3) Synchronization. The testbed equipped
with USRP devices can operate wirelessly over the air (real-world)
and by introducing a Channel Emulator (Digital Twin) for creating
diverse urban scenarios.

F. Multi-Antenna Combiner and Recovery at gNB

We consider two receiver-side aggregation methods: (i)
Maximum Ratio Combining (MRC), which linearly combines
antenna signals as ŷ =

∑A
a=1 Ĥ

∗
i,a

(∑M
i=1 Hi,a ·Xi +Na

)
,

yielding a final estimate ŷ =
∑M

i=1 Xi

∑A
a=1 Ĥ

∗
i,aHi,a +∑A

a=1 Ĥ
∗
i,aNa; and (ii) a DL combiner as an extension to the

classical MRC, that learns a nonlinear mapping Ŷ = Fθ(y)
to approximate the aggregated update

∑
i Xi, minimizing loss

L(θ) = E
[
∥Fθ(y)−

∑
i Xi∥2

]
.

After combining, we apply inverse processing: remove
transmit-side power scaling factor (Sec. IV-D), demap I/Q
symbols via FFT (Sec. IV-C), and recover model updates as
a serialized 1D array. A lookup table then reassigns updates
to each layer by reversing the corresponding per-layer scaling
(Sec. IV-B). The reconstructed global model is evaluated and
broadcast to UEs.

V. OTA-FL SYSTEM IMPLEMENTATION

This section presents three OTA-FL experimental systems
with progressively increasing levels of fidelity. Our goal is to
systematically bridge the Sim2Real gap.

A. Ray Tracing Simulation Framework in SionnaRT

We simulate an urban micro-cell using OpenStreetMap data
[27], with buildings and roads modeled in Blender [28] using
ITU-defined material properties. The scene is imported into
SionnaRT [29], where ray tracing is performed using one
million rays with up to 3 reflections to capture multipath,
diffraction, and diffuse scattering [30]. The gNB is placed
at 10m height, and UEs are randomly distributed within a
100m radius, transmitting at 3.5GHz over a 10MHz uplink.
CIRs are converted to OFDM subcarrier channels and stored
in a channel bank. User mobility is modeled via velocity
vectors and Doppler shifts applied using apply_doppler
functionality in SionnaRT, enabling sequential CIR retrieval



Fig. 4: OFDM frame processing in a real-world OTA-FL system.
Locally trained model updates are mapped to complex symbols using
common data resource elements (light green) in the time-frequency
OFDM grid. At the receiver, the gNB performs FFT-based OFDM
demodulation to extract the aggregated updates, which are then
decoded and processed to update the global model.

during OTA-FL rounds. We customize the Sionna PHY frame-
work to enable OTA aggregation functionality by including
pre-equalization and summation the OFDM resources. The
transmit power at the gNB is set to 41 dBm, while each
UE transmits at 23 dBm. We consider 288 subcarriers in the
OFDM RG, and the thermal noise power spectral density is
set to −174 dBm/Hz [31].

B. Multi-Antenna OTA-FL Testbed

We implement a real-time multi-antenna OTA-FL testbed
using NI USRP X310 SDRs, forming an indoor cellular
network emulation with multiple single-antenna UEs and a
gNB equipped with multi-antenna support. We consider a
similar OFDM waveform as described in Sec. V-A, where each
UE is assigned a bandwidth of 3.84MHz with 256 subcarriers.
The OFDM symbol duration is set to 66µs, aligning with 5G
NR numerology 0 [32]. The system architecture is shown in
Fig. 3. The testbed operates within the 5G sub-6 GHz band and
is structured into three cross-layer functional modules: (i) FL
module for local training and global aggregation, (ii) Signal
Processing module for waveform generation, power scaling,
and model recovery, and (iii) Synchronization module for tight
timing and frequency alignment across devices.

1) FL Module: This module is implemented in TensorFlow,
although we develop this module in a framework-agnostic
design. Each UE independently performs local training based
on a global model received from the gNB. The resulting weight
updates are stored as a layer-wise array to support adaptive
power scaling prior to OTA transmission.

2) Signal Processing Module: This module (as shown in
Fig. 4) prepares the model updates for transmission and
reconstructs them at the gNB. It includes the following stages:

• Layer-Wise Scaling: Each layer’s update is normalized
using its maximum norm to ensure balanced power dis-
tribution and avoid clipping during analog transmission.

• Embedding into OFDM Grid: The scaled updates are
serialized and mapped onto the OFDM time-frequency
grid. To avoid DC carrier leakage due to LO impairments,
we apply central zero-padding within each FFT symbol.
Updates are streamed from binary files into GNURadio-

based scripts [33], that handle subcarrier alignment, IFFT
transformation, and time-domain symbol generation.

• Frame Structure and Detection: Each transmission
includes a Zadoff-Chu preamble for symbol-level syn-
chronization, followed by a pilot OFDM symbol, similar
to DMRS used in 5-G NR [32] and a payload carrying
the model updates. As illustrated in Fig. 4, the gNB
performs correlation with the preamble as a part of the
frame synchronization module, to detect frame start and
extract the update-bearing symbols.

• Channel Estimation: A dedicated pilot symbol with
known QPSK values is transmitted by each UE. The gNB
performs least squares (LS) channel estimation and sends
CSI feedback to UEs using UDP sockets.

• Pre-equalization: UEs leverage the received CSI to pre-
equalize their updates, mitigating frequency-selective fad-
ing across the OFDM subcarriers and adjusting transmit
power based on channel conditions.

• Combining and Model Recovery: The gNB applies
Maximum Ratio Combining (MRC) across its antennas
to recover the aggregated model update. Although MRC
is sub-optimal for large-scale MU-MIMO, it offers low
complexity and reliable performance in real-time systems.
The framework is modular and allows integration of more
sophisticated combiners in future extensions.

3) Synchronization Module : Strict synchronization across
UEs is essential for coherent OTA-FL aggregation. Our frame-
work ensures alignment across both host and RF layers.
Application and Network Layer: We synchronize the
UE hosts using Terminator for simultaneous script
launches, with Python’s datetime ensuring aligned execu-
tion. IEEE1588 PTP [34] is implemented over Ethernet, with
the gNB as the master clock and UEs as slaves. Hardware
timestamping via ptp4l and phc2sys synchronizes NIC
and system clocks with nanosecond accuracy crucial for 5G
OFDM timing.
Physical Layer (RF Frontend): A unified 10 MHz clock
and PPS signal from the NI OctoClock-G [35] is distributed
to all USRPs. Equal-length RF cables and symmetric wiring
ensure consistent phase and time alignment. This cross-layer
synchronization from RF to application layer enables coherent
OTA aggregation.
C. Hardware-in-Loop Testbed

Our outdoor simulation offers diverse channel conditions but
lacks hardware impairments, while the indoor testbed includes
real hardware effects yet operates in limited lab environments.
To bridge this gap, we develop a hardware-in-the-loop OTA-
FL testbed (Fig. 3), creating a DT of the real-world OTA-
FL setup, that combines ray-traced channels with physical
hardware and tight synchronization, enabling realistic and
dynamic validation of OTA-FL performance.

Importing Ray-Traced Taps into PROPSIM: To bridge
the Sim2Real gap, we import CIRs generated by SionnaRT
into PROPSIM by converting them into .asc format, pre-
serving delay and gain characteristics. This enables real-time



OTA transmission in a hardware-in-the-loop testbed while
maintaining spatial and temporal fidelity. Normalized channel
taps are formatted for PROPSIM compatibility. To account for
large-scale path loss, we apply the total link gain computed
by SionnaRT in the PROPSIM gain field, separate from the
frequency-selective fading taps.

VI. PERFORMANCE EVALUATION

A. OTA-FL Use-Case

We select wireless positioning as the OTA-FL task due to
its relevance to emerging cellular standards. Each UE indepen-
dently trains a model to predict its 3D location from received
CIRs, leveraging frequency and spatial domain features in a
supervised learning setup.

1) Dataset Generation: We generate a realistic 5G NR
positioning dataset based on the methodology in [36], which
uses ray tracing to model detailed multipath propagation.
Channel frequency responses (CFRs) are derived from system-
level simulations using standard pilot signals and represented
as image-like structures over frequency and spatial domains to
enhance ML model robustness. We extend the setup in [36] by
enabling up to three reflections and incorporating diffraction
and scattering. The simulation uses a 7.2 GHz carrier in the
lower FR-3 band, a 100 MHz bandwidth, and a gNB with a
16-element antenna array. The urban environment is modeled
after a mid-sized downtown, with UEs placed within a 60-
meter radius at 1.5 meters height. The gNB is positioned at
10 meters. To introduce non-IID diversity, half the UEs move
at pedestrian speed (1.33 m/s) and the rest at vehicular speed
(8.33 m/s). Each UE contributes 10,500 samples, split into
80 % for local training, 10 % for local validation, and 10 %
pooled across all UEs for a shared test set used to evaluate
OTA-FL performance after each round.

2) Model Architecture: We adopt the MPRI (Multipath
Residual Inception) model from [36] for its ability to ex-
tract fine-grained positional features from channel frequency
response data. The inception modules use parallel filters of
varying sizes to capture multi-scale features across frequency
and spatial dimensions. Residual connections enable deeper
networks by improving gradient flow and training stability.
With approximately 2.8 million parameters, MPRI effectively
captures subtle multipath variations across antennas, which is
essential in OTA-FL scenarios with limited local data.

B. Evaluation Metrics

• RMSE (m) Positioning Accuracy Root Mean Square
Error (RMSE) in meters quantifies the average error
between predicted and true UE positions, computed as

RMSE =
√

1
N

∑N
i=1 ∥p̂i − pi∥2, where p̂i and pi are

the predicted and true positions of the ith sample.
• NMSE of OTA Combining vs Digital Combining Nor-

malized Mean Square Error (NMSE) compares the OTA-
aggregated model with its digital counterpart, computed
as NMSE = E[∥ŷ−y∥2]

E[∥y∥2] , where ŷ is the OTA-combined
model and y is the ideal digital average.

• Number of slots consumed (Spectrum Usage) This
metric measures the total number of uplink time slots
used for model update transmissions in the uplink.

C. Validating OTA-FL Simulation Framework

In this set of experiments, we conduct OTA-FL training
using our SionnaRT based simulation framework with 5 UEs
placed at 10, 30, 50, 70, and 90 meters from the gNB, with 2
UEs moving at 3 m/s and 3 at 8.33 m/s

1) Evaluating OTA-FL against Digital FL benchmarks: In
the first round of experiments, we benchmark our proposed
OTA-FL approach against two conventional digital FL base-
lines: (i) full-precision digital FL transmitting 32-bit model
updates, and (ii) a bandwidth-constrained variant using 8-bit
quantized updates, used to reduce communication overhead.
Figure 5a shows the RMSE (in meters) on a global test set for a
wireless positioning task plotted against the cumulative uplink
overhead (time slots) used for model update transmission.
Our OTA-FL system achieves a positioning RMSE of 0.77m,
consistent with ISAC positioning accuracy targets of sub-meter
precision demonstrated under diverse outdoor conditions [36].
The results indicate that OTA-FL matches the performance of
both digital baselines while converging significantly faster in
wall-clock time. This speedup stems from OTA-FL’s ability to
aggregate updates from all clients simultaneously, using uplink
resources equivalent to a single client per round regardless of
the number of participants.

Observation 1. We observe that our OTA-FL framework
achieves a RMSE of 0.77 m on the global test dataset for
the Wireless Positioning task considered, equivalent to the
performance of Digital FL, while additionally benefiting in
spectrum usage by using 43 times fewer uplink slots with 5
participants. (ref Fig. 5a, validates Contribution 1)

2) Comparison of Layer-Wise Power Scaling with State-of-
the-Art (SOTA) in OTA-FL: We evaluate our proposed layer-
wise power scaling strategy applied to the MPRI model within
the OTA-FL framework against OTA-FL with a single global
scaling factor, the common approach in prior works [7], [9],
[14]. The global scaling method (Fig. 5b) suffers instability
and eventual divergence due to increasing gradient misalign-
ment and error variance across layers. To our knowledge,
no prior OTA-FL work employs per-layer power scaling that
explicitly considers individual layers’ gradient magnitudes and
noise sensitivities, key factors for stable analog aggregation.
Fig. 5c illustrates scaled power statistics for a subset of layers
under both strategies. Assuming a 23 dBm (0.1995 W) UE
transmit budget over 288 subcarriers, each RE is limited to
−1.59 dBm (6.92 mW). Our method boosts individual layer
transmit power close to this limit, whereas global scaling
leaves most layers underpowered and more noise-prone. For
clarity, only 5 of 62 layers are shown; however, the first 20
layers (upper half of MPRI) mostly transmit at full power. By
allocating power proportional to gradient magnitude and layer
sensitivity, our approach mitigates channel-induced distortion
during aggregation, improving robustness for deeper networks.



(a) Comparison of OTA FL vs Digital FL (b) Convergence Analysis of Layer-Wise Scaling (c) Power Analysis of Uplink REs

Fig. 5: Benefits of OTA-FL using gradient-aware power scaling compared to state-of-the-art OTA-FL and Digital FL.

While some smaller updates may still fall below the noise
floor, this tradeoff prioritizes critical high-magnitude updates
transmitted without clipping. Layer-wise scaling significantly
reduces the proportion of such low-power updates compared
to global scaling.
Observation 2. OTA-FL with multiple scaling factors shows
smooth convergence while the global scaling baseline diverges
drastically, highlighting the importance of gradient-aware,
fine-grained power control for convergence stability. The
layer-wise power per RE analysis further substantiates this,
showing that our approach allocates power more effectively
across layers. (ref Fig. 5b and 5c, validates Contribution 1)

D. Real-World Demonstration

1) Analyzing OTA-FL performance with a multi-antenna
gNB: We evaluate OTA-FL training performance with a multi-
antenna gNB, UEs are constrained to single-antenna uplinks
due to practical limitations on size, power, and cost. The gNB
is equipped with two antennas, enabling spatial processing
to improve aggregation performance. Experiments involve 4
UEs participating in federated training rounds under two
conditions: (i) real-world indoor OTA deployment, and (ii)
outdoor urban scenarios emulated via a ray-traced PROPSIM
channel emulator with UEs positioned within a 50m radius
and mobility within 8.33m/s. We compare the performance of
single-antenna versus dual-antenna gNB configurations. In the
latter, the gNB applies MRC to coherently combine received
signals across antennas. As shown in Fig. 6a, the use of
multiple antennas leads to mild acceleration in convergence,
especially under challenging conditions introduced using the
PROPSIM emulator. We also observe that our layer-wsie
power scaling approach remains practical even in real systems.
To quantify the aggregation accuracy, we analyze the NMSE
between the ideal aggregated update and the received model.
Table II summarizes the results. In the single-antenna case,
channels may experience deep fades, reducing aggregation fi-
delity. Dual antennas exploit spatial diversity, lowering NMSE
by 1.47 dB and mitigating OTA noise and channel distortions.
Observation 3. In both indoor and outdoor scenarios, dual
antennas with MRC improves aggregation fidelity by 1.47dB
NMSE on an average as compared to the single-antenna
baseline. (ref Tab. II and Fig. 6a, validates Contribution 2)

TABLE II: Benefit of Spatial Diversity in Multi-Antenna OTA-FL

NMSE Statistic Antenna 1 Antenna 2 Multi-antenna Combined

Mean 0.051 0.072 0.054
Variance 0.00176 0.0034 0.001845

2) Scaling multi-antenna OTA-FL with a DL Combiner:
To extend OTA-FL to dense multi-user, multi-antenna sys-
tems, we develop a lightweight DL combiner that surpasses
classical maximal ratio combining (MRC) in case of scaling
users which compound the inter-channel interference. The
DL model ingests richer inputs including the raw received
signal vector, MRC output, and estimated uplink channels,
and is implemented as a 4-layer CNN with separate real
and imaginary channels. It is trained on synthetic gradients
from early training rounds and validated on real OTA-FL
updates, minimizing the NMSE with respect to ideal digital
aggregation. Our experimental environment in SionnaRT in-
cludes 5 UEs scattered in a cell of 100m radius and having
mobility conditions between 3 − 20m/s. Empirical results
(Fig. 6b) show that the DL combiner consistently outperforms
MRC, achieving up to 7.8 dB improvement at 16 antennas by
learning spatial patterns and nonlinear channel effects. While
effective, its generalization across tasks and environments is
still limited. As a future direction, we propose using ray-
traced DTs and advanced few-shot learning techniques to
simulate diverse wireless and gradient conditions, enabling the
development of robust and transferable DL combiners suitable
for deployment across real-world scenarios [37].
Observation 4. The DL combiner consistently outperforms
MRC, with performance gains increasing alongside the num-
ber of gNB antennas. At 16 antennas, it achieves up to a
7.8dB reduction in NMSE of OTA aggregation compared to
MRC (ref. Fig. 6b, validates Contribution 3)

3) Synchronization Tolerance: Our framework achieves
symbol-level synchronization, confirmed by live experiments
where Zadoff-Chu sequences correlate correctly at the gNB,
indicating synchronization accuracy better than 66µs (OFDM
symbol duration) across UEs. While our testbed uses wired
connections, such infrastructure may be infeasible for wide-
area deployments. To evaluate OTA-FL’s tolerance to synchro-
nization errors, we introduce controlled timing and frequency
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Fig. 6: Evaluation of multi-antenna OTA-FL : (a) Convergence curve
of demonstration and (b) Benefits of a DL Combiner.

TABLE III: Impact of Synchronization Impairments on OTA-FL

Carrier Frequency Offset Timing Offset
CFO (Hz) NMSE Offset (µs) NMSE

Perfect 0.037 Perfect 0.045
20 0.061 0.5 0.045
50 0.092 1.0 0.061
100 0.54 1.5 0.68

offsets across UEs during aggregation. First, we simulate
residual CFOs over a 1ms slot on two of four UEs using
USRPs and PROPSIM, with CFO values derived from Doppler
effects in ray-traced site-specific channels where UEs are
randomly placed within 30 m of the gNB. As shown in
Table III, aggregation remains stable up to 100 Hz CFO;
beyond this, phase distortion causes a sharp NMSE increase.
Next, we apply timing offsets in 0.5µs steps, finding OTA-FL
fails beyond 2µs, below the OFDM cyclic prefix, highlighting
the need for tight synchronization. Most prior OTA-FL works
neglect hardware-level sync errors, limiting applicability. We
recommend creating DTs that model impairments such as
phase noise, sampling offset, and frequency drift (e.g., via
Sionna) to enable reproducible, hardware-aware evaluation and
establish concrete design thresholds for OTA-FL.
Observation 5. Synchronization tolerance in OTA-FL is
environment-dependent, around 100 Hz residual CFO error
and 2 µs timing offset errors permissible. This highlights the
necessity for leveraging high-fidelity DT environments prior to
practical deployments. (ref. Tab. III, validates Contribution 2)

4) Aggregation Error with Respect to OFDM Subcarriers:
We evaluate the variance of signal aggregation error across
OFDM subcarriers using a real-world testbed with two UEs.
Model updates are transmitted, and the NMSE between OTA-
aggregated and digitally averaged parameters is computed.
Fig. 8a shows a heatmap of NMSE (dB) over OFDM symbols
and subcarriers, averaged over five transmissions. Temporal
variation is limited, whereas subcarriers near the DC null
and band edges exhibit consistently higher NMSE due to
frequency-selective analog impairments, likely arising from
hardware non-idealities such as filter roll-off and power taper-
ing. Despite analog equalization, the absence of per-subcarrier
decoding or error correction leaves residual distortions that
can impact learning performance, motivating subcarrier-aware
mitigation for robust OTA-FL.

(a) (b)

Fig. 7: OTA-FL hardware-in-the-loop validation under (a) mobility
dynamics, (b) Varying UE locations.

Observation 6. Frequency-selective hardware impairments
cause certain OFDM subcarriers to experience higher ag-
gregation error in OTA-FL, opening avenues for research
towards subcarrier-aware encoding of OTA-FL model updates
in OFDM resources. (ref. Fig. 8a, validated Contribution 2)

E. Hardware in Loop Validation

We tabulate the results from this section in Tab. IV and
provide detailed experimental analysis below.

1) Robustness of OTA-FL under time-varying channels in-
cluding mobility: We leverage a hardware-in-the-loop chan-
nel emulator to realize realistic mobility scenarios, including
pedestrian and vehicular motion, while capturing synchro-
nization constraints and hardware impairments. In SionnaRT,
velocity vectors are assigned to UEs to induce Doppler effects,
and the resulting channel taps are exported as .asc files and
imported into the PROPSIM emulator. To model continuous
UE motion, channel taps are generated per OFDM slot (14
symbols, 1 ms), enabling fine-grained tracking of Doppler-
induced variations. This design is guided by coherence-time
considerations, where the channel coherence time Tc is in-
versely proportional to the Doppler spread fD, i.e., Tc ≈
0.423/fD [38]. For a UE moving at v = 8.33 m/s with
carrier frequency fc = 3.5 GHz, the maximum Doppler shift
is fD ≈ vfc/c ≈ 97 Hz, yielding Tc ≈ 4.35 ms, which
justifies slot-level tap updates. Fig. 7a illustrates OTA-FL
training with four emulated UEs (two pedestrian at 1.33 m/s
and two vehicular at 8.33 m/s), achieving 1.06 m RMSE
despite rapid fading. A parallel SionnaRT simulation under
identical conditions yields consistent performance, confirming
the robustness of OTA-FL in dynamic urban environments.

Observation 7. Hardware-in-the-loop OTA-FL with ray-
traced, mobility-aware channel emulation starts with ele-
vated model performance (RMSE) but steadily achieves strong
convergence, demonstrating robustness under realistic urban
mobility conditions. (ref Fig. 7a, validates Contribution 4)

2) OTA-FL with spatially distributed participants: We
study how spatial variability among UEs affects OTA-FL
using ray-traced channels. In Table IV, four UEs at identical
radial distances from the gNB exhibit significantly different
outcomes due to distinct propagation conditions. One layout
features clear, single-bounce reflections, while the other has
two UEs shadowed inside buildings (Fig. 8b), leading to



TABLE IV: OTA-FL Evaluation with Ray-Traced Channels Capturing Spatially Realistic Propagation Conditions

Experimental Scenario Mobility Ranges Propagation Environment Level of Experimentation OTA
Combining

NMSE

UEs @ [10, 30, 50, 70, 90] m from gNB 2 UEs @ 1.33 m/s, 3 @ 8.33 m/s UEs randomly scattered in outdoor environment Simulation† 0.0062
Indoor with 4 UEs Static LOS with indoor multi-path (lab setup) Real-World 0.02019
UEs @ [10, 25, 25, 50] m from gNB 2 UEs @ 1.33 m/s, 2 @ 8.33 m/s Mixed visibility with single-bounce reflections Hardware-in-the-Loop DT 0.0684
UEs @ [10, 25, 30, 70] m from gNB 4 UEs @ 8.33 m/s 2 UEs in semi-shadowed regions Hardware-in-the-Loop DT∗ 0.0728
UEs @ [10, 30, 50, 70] m from gNB 4 UEs @ 8.33 m/s Multiple UEs in fully blocked regions Hardware-in-the-Loop DT∗ 1.09

†Simulation result used as baseline. ∗Hardware experiments conducted under same UE deployment to assess OTA-FL across visibility conditions

(a) (b) (c)

Fig. 8: (a) OTA-FL Aggregation NMSE (in dB) over OFDM resource grid, (b) Ray Tracing Scenario of UE in heavily shadowed region, (c)
Model Performance and Spectrum Benefits with increasing nodes.

blocked rays and degraded aggregation. Despite geometric
symmetry, the former converges reliably via constructive su-
perposition (Fig. 7b), while the latter shows elevated NMSE
due to poor aggregation fidelity. These differences are not
captured by stochastic models, which average out site-specific
effects. This highlights the importance of using ray-traced
CIRs and hardware-in-the-loop evaluation with DTs incorpo-
rating electromagnetic realism and analog hardware effects are
vital for designing robust OTA-FL systems.

Observation 8. Site-specific ray-traced channel models serve
as realistic digital twins, capturing spatial channel effects
and heterogeneity absent in stochastic models. The resulting
differences in OTA-FL convergence highlight the importance
of realistic channel modeling for accurate performance eval-
uation. (ref Fig. 7b and 8b, validates Contribution 4)

F. Communication and Computation Overhead Analysis

1) Communication Overhead: We evaluate OTA-FL scala-
bility by measuring the uplink time slots required for model
update transmission as the number of UEs increases. OTA-
FL leverages analog aggregation, enabling all UEs to transmit
over shared OFDM REs, yielding an uplink cost independent
of user count and equal to P/(2K), where P is the number
of model parameters and K the number of REs per slot. In
contrast, Digital FL requires individual transmissions from
N UEs, with spectral efficiency bn determined by SNR-
dependent MCS. The total uplink cost is

∑N
n=1

P ·bprecision

2bnK
, ex-

plicitly capturing channel heterogeneity. We consider a 100 m
radius cell with N = {2, 5, 10, 20} UEs, assigning MCS based
on SNR using Sionna and 3GPP tables [39], [40]. Fig. 8c
shows that OTA-FL maintains a constant spectrum footprint

with comparable model performance, while Digital FL exhibits
rapidly increasing uplink cost.

2) Computational Overhead: The UE-side processing in
our OTA-FL framework consists of layer-wise power scaling,
channel-aware pre-equalization. The additional pre-processing
steps effectively substitute the conventional channel coding
with simple arithmetic operations, thereby incurring no addi-
tional computational overhead for the UEs at the edge.

Observation 9. Figure 8c demonstrates that OTA-FL con-
serves 140× compared to Digital FL when 20 participants are
involved, while still maintaining graceful model performance.
(ref Fig. 8c, validates Contribution 4)

VII. CONCLUSION

In this paper, we present a comprehensive framework for
OTA-FL, bridging the gap between the theoretical promises
and real-world deployments.. We introduce layer-wise power
scaling to stabilize analog aggregation in deep networks,
propose a deep learning–based combiner for a multi-antenna
gNB setting and demonstrate our OTA-FL framework on a
real-world testbed and in a hardware-in-the-loop digital twin.
We validate our approaches on a wireless positioning task,
achieving an sub-m RMSE and a 140× gain in spectrum
utilization over digital FL for 20 users. This work paves
the way for scalable, bandwidth-efficient OTA-FL in future
cellular networks. Future work will investigate OTA-FL in
multi-cell urban environments modeling external interferences
and multi-antenna systems both at the gNB and UEs.
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