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Abstract—Multi-modal beamforming in vehicular networks
leverages GPS, LiDAR, and camera data to enable faster and
more accurate beam alignment, while preserving privacy via
Federated Learning (FL). However, existing fusion networks are
often large and resource-intensive, and the heterogeneity of vehi-
cles intensifies computing constraints, causing latency, straggler
effects, and high energy consumption in real driving cycles. This
paper proposes PRISM, a policy-reinforced lightweight split-
federated learning framework tailored for multi-modal beam-
forming in Internet of Vehicles (IoV). To efficiently utilize limited
mobile edge computing distributed units (MEC-DUs) in dynamic
vehicular environments, PRISM introduces a novel Multi-agent
reinforcement learning (MARL) module, Tridec-Qmix, which
jointly determines client participation, server assignment, and
multi-split-points selection, formulated as a cross-layer multi-
objective optimization balancing energy efficiency, latency, and
network utility. We implement PRISM in a realistic vehicular-
edge environment with SUMO and NS-3. Results show that
PRISM reduces energy consumption by 67.60% and training
cost by up to 45.57% compared to state-of-the-art baselines.
For inference, PRISM further employs multi-feature matching
knowledge distillation (KD) to compress transformer-based fu-
sion models into lightweight CNNs, shrinking model size by over
50% to 15.82 MB while maintaining accuracy.

Index Terms—Multi-agent reinforced learning, knowledge dis-
tillation, federated split learning, multi-modal beamforming,
multi-objective optimization

I. INTRODUCTION

Integrated sensing and communication (ISAC) unifies wire-
less connectivity with onboard and roadside sensors to improve
safety, efficiency, and situational awareness in future trans-
portation systems [1]. In 6G Vehicle-to-Everything (V2X),
ISAC with mobile edge computing (MEC) integrates LiDAR,
GPS, and camera data for computation offloading and resource
allocation, balancing latency and energy consumption toward
greener mobility [2], [3]. Reliable V2X further demands
high signal quality and wide coverage, where beamforming
is essential for concentrating transmission energy on target
receivers, thereby enhancing link reliability and suppressing
interference [4].

Beamforming relies on phase and gain adjustments across
antenna arrays, but conventional exhaustive beam searches
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(e.g., IEEE 802.11ad, 5G NR) must sweep all mmWave beam
combinations, resulting in significant time and resource over-
head [5]. To overcome this, recent works exploit multi-modal
sensor data for predictive beamforming, effectively shrinking
the search space and accelerating alignment. Position data has
been employed to query multipath fingerprint databases for
fast alignment, outperforming IEEE 802.11ad benchmarks [6].
Camera data at mmWave base stations, paired with computer
vision and deep learning (DL), enables beam and blockage
prediction with minimal overhead [7]. Likewise, LiDAR-based
line-of-sight detection with convolutional neural networks
(CNNs) provides accurate beam recommendations [8].

Despite these advances, most approaches still rely on sim-
ulations or static datasets rather than real-world deployments
with live sensor data. Centralized solutions also raise concerns,
including high bandwidth demands for raw sensor data trans-
mission, which burden control channels and increase vulner-
ability to saturation and interference. Federated learning (FL)
[9] offers a promising alternative by enabling collaborative
model training without raw data exchange, thereby enhancing
privacy, reducing congestion, and supporting scalable dis-
tributed learning. For example, Salehi et al. [10] proposed a
multimodal FL framework where local DL models are trained
on vehicles and aggregated at MEC servers.

Nonetheless, FL-based multimodal beamforming faces chal-
lenges. Large DL models with hundreds of millions of pa-
rameters demand intensive computation, prolonged training,
and increased energy consumption [11]. Moreover, system
heterogeneity across vehicles aggravates these issues, since
onboard resources are frequently shared with critical functions
such as advanced driver-assistance systems (ADAS). Model
pruning has been explored to reduce memory and communi-
cation overhead [12], but often requires specialized hardware
(e.g., NVIDIA GPUs) with structured sparsity support and still
yields suboptimal training performance. Split learning (SL) has
further emerged as a complementary paradigm, where models
are partitioned between vehicles and MEC servers to lower
local computation and memory usage.

In summary, although FL/SL promise privacy-preserving
multimodal beamforming, three key challenges remain:

Challenge 1: Heterogeneous Computation and Multi-
Split Points Selection. Federated split learning (FSL) for
multi-modal beamforming must contend with heterogeneity in
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Fig. 1: General architecture of PRISM framework in dynamic vehic-
ular mobility conditions.

vehicular and edge server resources. Existing approaches often
ignore joint optimization of (i) vehicle participation, (ii) server
assignment, and (iii) modality-specific partition points. This
omission leads to stragglers and load imbalance across MEC
servers, degrading both efficiency and fairness. An adaptive
scheduling mechanism is required to jointly optimize these
decisions under dynamic vehicular conditions.

Challenge 2: Coupled Energy-Latency-Accuracy Trade-
offs. In highly mobile IoV environments, energy consumption,
end-to-end latency, and model accuracy are inherently interde-
pendent. Current solutions lack a principled formulation that
jointly considers these metrics across computation and com-
munication layers. A cross-layer multi-objective optimization
framework is needed to guarantee stability while balancing
network utilization, training time, and system energy.

Challenge 3: Lightweight Inference for Multimodal Mod-
els. State-of-the-art multimodal beamforming models are large
due to the need for high-capacity fusion, which hinders real-
time deployment on resource-constrained devices. Accelerat-
ing inference while maintaining accuracy requires resource-
aware compression techniques, such as pruning and quantiza-
tion, or knowledge distillation that transfers knowledge from
large teacher models to compact student models.

In this paper, we propose PRISM, a mixed-policy rein-
forced lightweight FSL framework for multi-modal beamform-
ing in IoV. PRISM addresses overlooked issues of training and
inference efficiency in FL-based multi-modal beamforming.
As shown in Fig. 1, our framework leverages multiple MEC
distributed units (DU) servers in 5G Radio Access Networks
(RAN:Ss) to bring training closer to end-users, enabling efficient
vehicle-edge offloading. PRISM operates under limited MEC-
DUs, requiring the client-selection mechanism, optimal MEC-
DU assignment, and dynamic multi-split-point selection. We
formulate resource allocation as a cross-layer multi-objective
optimization that jointly considers energy consumption, net-
work utility defined as vehicles’ participation rate, and system
latency. To solve this, we developed Tridec-QMIX, a novel
extension of QMIX, which is designed to adapt decisions

across FL rounds, where QMIX [13] is a value-based multi-
agent reinforcement learning (MARL) algorithm that factors
the joint action-value function into individual utilities using a
monotonic mixing network. The optimization module follows
a centralized training and decentralized execution (CTDE)
paradigm, which enhances system flexibility and scalability.
The MEC central unit (CU) server performs global aggregation
for FL and off-policy training for MARL, while gNodeB-
managed DUs/CU ensure reliable communication in dynamic
vehicular networks. For inference, PRISM integrates multi-
feature matching knowledge distillation (KD) to compress the
transformer-based fusion model into a small CNN model, en-
abling lightweight inference for resource-constrained vehicles.

Our main contributions are as follows:

o We propose PRISM, a lightweight FSL framework for
multi-modal beamforming in IoV that jointly optimizes
energy consumption, network utility, and latency. By
efficiently leveraging multiple MEC-DU servers, PRISM
mitigates straggler effects and prevents overloading, en-
suring balanced computation—communication trade-offs
in 5G vehicular networks. (Address Challenge 1 and 2)

e We develop Tridec-QMIX, a MARL framework with
multi-head utilities and branch-specific mixing networks.
It supports centralized training with full state information
and decentralized execution at vehicles, enabling (i) hier-
archical decision-making in FSL, (ii) branch-specific co-
ordination for participation, offloading, and partitioning,
and (iii) a unified CTDE-based framework for adaptive
IoV multi-modal beamforming. (Address Challenge 2)

o We integrate knowledge distillation into FSL to en-
able adaptive inference across heterogeneous devices.
A transformer-based teacher model guides a compact
CNN student through multi-loss distillation, enabling
high-accuracy inference on resource-rich devices and
fast, lightweight inference on resource-constrained ones.
(Address Challenge 3)

o We develop a realistic vehicular-edge simulation environ-
ment by integrating SUMO for mobility modeling and
NS-3 for wireless networking, using OpenStreetMap data
of the Bern urban area. This environment embeds real
vehicular trajectories, spatial MEC-DU deployment, and
dynamic throughput conditions, enabling rigorous eval-
uation of PRISM’s scalability, adaptivity, and efficiency
under realistic oV scenarios.

The rest of the paper is organized as follows: Section II
introduces related works. Then Section III presents the system
model and problem formulations. Next, Section IV introduces
PRISM framework, the MARL-assisted optimization module,
the proposed Tridec-Qmix method, and KD-enhanced feder-
ated inference. Section V provides a detailed explanation of
the built urban mobility environment and results obtained from
real-world datasets. Finally, Section V draws the conclusions.

II. RELATED WORK

We survey the most relevant research using multi-modal
beamforming with DL or FL techniques in this field.



A. mmWave Beam Selection Based on Multi-Sensor Data

Multimodal deep centralized learning has become a key
enabler for efficient and robust mmWave beam prediction.
Recent studies demonstrated the practicality of combining
positional and visual sensing with real-world datasets [14],
while some also explored fusion of complementary RF modal-
ities such as (channel power leakage) CPL and sub-6 GHz
CSI to enhance robustness [15]. Frameworks integrating GPS,
radar, LiDAR, and cameras showed clear benefits in captur-
ing both spatial and temporal correlations, with early fusion
proving particularly effective [16], [17]. Attention-based de-
signs further improved accuracy and computational efficiency
by adaptively highlighting relevant features [18], while new
strategies addressed challenges such as missing modalities
by data augmentation techniques and customized channel
attention mechanisms [19] and balancing accuracy and latency
by distributed processing in vehicular networks [20]. More
recent methods refined fusion through multi-scale attention
and temporal correlation modeling [21], and multimodal out-
of-band contextual information was shown to significantly
reduce beam-search overhead [22].

B. Federated Learning for Multi-Modal Beamforming

Recent advances show that multimodal sensing combined
with FL can effectively address beam management challenges
in dynamic wireless environments. Early works established the
feasibility of multimodal FL-based beamforming, achieving
reduced sector selection time while maintaining high through-
put [23]. Building on this foundation, adaptive frameworks
were introduced to address system heterogeneity and resource
disparity, ensuring robust performance under diverse condi-
tions [24]. Scalability was further enhanced through adap-
tive pruning strategies that lowered communication overhead
without sacrificing accuracy [25], while client-biased selection
mechanisms accelerated convergence and improved efficiency
in V2I services [26]. To achieve data efficiency, radar-aided
federated transfer learning is adopted to enable accurate and
privacy-preserving beam prediction with only a few data
samples [27].

In our previous works, we proposed the DRFSL framework,
which leverages centralized DRL optimization with abundant
resources to reduce training time under heterogeneous devices
and varying network conditions [28], and the FedAttention
framework, a federated attention-based fusion learning method
that integrates CNN and transformer architectures across mul-
tiple branches and a fusion block to significantly enhance beam
prediction accuracy [29].

Collectively, these works establish multimodal sensing and
learning as a cornerstone for next-generation beam prediction,
ensuring feasibility and reliability in dynamic IoV environ-
ments. However, prior works fall short in three key aspects: (i)
joint optimization of participant selection, server assignment,
and partitioning under heterogeneous resources, (ii) cross-layer
trade-offs among energy, latency, and accuracy in dynamic
vehicular environments, and (iii) resource-aware compression
for real-time multimodal inference. These gaps limit system

TABLE I: Key Notations and Definitions

Notation  Definition

P Set of vehicles in the network

M Set of MEC distributed units (MEC-DUs)

Dy Multimodal dataset of vehicle ¢

x§ GPS data of vehicle ¢

Tp,m,l Binary indicator for participation, DU assign-
ment, and split policy

,uff) Split policy of vehicle ¢ in round &

Bgfy)n, Bf:,)qSUplink and downlink throughput between vehi-
cle ¢ and MEC-DU m in round k&

5;’“), 5™ PForward and backward times for local layers of
vehicle ¢ in round &

62’”, 54" Forward and backward times for server-side lay-
ers at MEC-DU m in round k

Agf“)(qﬁ) Local training time of vehicle ¢ in round &

Eéj ), EY Energy consumption of vehicle ¢ and MEC-DU
m in round j

r Network utilization in round k

o Weight vector for balancing latency, energy, and
utilization in BF score

T Beamforming (BF) score: system performance
metric

efficiency, stability, and deployability. This work is motivated
by the need for a unified framework for efficient multi-
modal beamforming that integrates adaptive scheduling, multi-
objective optimization, and lightweight model design.

III. SYSTEM MODEL AND PROBLEM FORMULATION

A. System Model

We consider a 5G vehicular network in which multiple MEC
distributed units (MEC-DUs) are co-located with gNodeBs to
provide both wireless access and edge computation for the
Internet of Vehicles (IoV). Let M denote the set of MEC-DUs.
The geographic distribution of DUs reduces service distance
and latency, while their multiplicity enables load balancing
and fault tolerance, ensuring service continuity even in the
presence of individual DU failures.

Within the coverage of a gNodeB, let & denote the
set of vehicles. Each vehicle is associated with a serving
MEC-DU m. Vehicle ® gathers multimodal datasets Dy =
{X¢.c,Xp1,Xpc} from its on-board sensors, where Xg
(GPS), X q{ (camera), and Xg (LiDAR) represent modality-
specific samples with feature dimensions d¢, dj, and de,
respectively.

These data are exploited in an FL framework to predict
the optimal transmit-receive beam pair. In 5G NR, a code-
book comprises predefined beamforming vectors: Copy
{t1,...,tn, } for the transmitter, and Cryx = {r1,...,7n, } for
the receiver. During the Sector Level Sweep (SLS) mandated
by IEEE 802.11ad, Ny + N, probe frames are exchanged to
identify potential beams. For downlink communication, the
best sector r* is selected as,

r* = argmaxyrn(szN(DH%)) (1)
1<n<N



where y, is the measured received signal strength (RSS)
when the receiver uses sector 7,,, and f;fz  denotes the vehicle-
side inference network parameterized by 6.

Global model aggregation follows the FedAvg rule: vehicles
and MEC-DUs upload branch-selective updates to the MEC-
CU, which computes a weighted average and broadcasts the
refined global model. Only model weights are exchanged,
preserving privacy. To capture system decisions, we introduce
three policy variables: participation (Py), server assignment
(S4), and split-point selection (L,4). These are jointly expressed
by the binary indicator

Tp,m,l € {07 1}5

where x4 ,,; = 1 if vehicle ¢ participates in a round,
is assigned to MEC-DU m, and adopts split policy [/, and
Zpm, = 0 otherwise. Here, m = 0 denotes local-only
training, while ! € £ indexes candidate split policies, each
corresponding to a configuration of modality-wise split points.
For instance, vehicle ¢ is inactive in round k£ when

S wpmai=0. 3)

meMU{0} leL

ped®, meMU{0}, leLl, (2

Each vehicle ¢ holds a dataset of size Dy, partitioned into
mini-batches of size ¢. Let j denote the index of a local update
within the k-th FSL round. Using mini-batch gradient descent,
the local model update is

OF (y,§")
wy = wo — 1 Z oy 4)

where 7 is the learning rate (adapted via StepLR [30]), y(*)
and g)(i) denote true and predicted labels, and F' is the loss
function. The time to process one mini-batch is denoted by ©.

Vehicles employ an identical Transformer-based fusion net-
work [29] with three modality-specific branches (GPS, image,
LiDAR) of depth N¢, N7, N¢ layers, followed by IV, fusion-
attention layers. The split points for modality ¢ € {C, I, (,w}
in round k is denoted by u((fgp The corresponding mixed split
policy for vehicle ¢ is then

S = Ll ul G LY, (5)
where u(k) € U and not all layers are eligible offloading
points, e.g., in parallel blocks [31]. We can therefore equiv-
alently express the policy index [ € L as the multimodal
split configuration uff) € U, ie., T¢m, can be expressed
as ¢ m,u, Where u explicitly denotes the modality-wise split
indices.

B. Problem Formulation

SL reduces the computational and memory demands on
local vehicles. Given a mixed split policy ,u((f), the fusion
model of vehicle ¢ is partitioned into two sub-models. The
local sub-model consists of all layers up to prkl)p in each
branch ¢ € {C,I,(,w}. The execution times for forward
and backward propagation on this local portion are denoted
by 62:9) and 5;’“), respectively. The resulting activations V,

(smash data) are produced according to the split policy and
transmitted to the assigned MEC-DU m over an uplink channel

with average throughput Bfﬁn

At the MEC-DU, the remaining layers beyond the split
points are executed, i.e.,

(L), +1<i< Ny, ¢ e {CLGwY,  ©

with corresponding forward and backward propagation times

58 and 5/, The resulting gradients V), are returned to

the vehicle via the downlink at rate B )¢, completing the

parameter update. During each FSL round, the split policy
u;) remains fixed while the vehicle is moving within the
coverage of a gNodeB, with an average downlink throughput
BT(: )¢, ensuring that training iterations can be completed before
handover. Afterwards, each MEC-DU forwards its updates to
the MEC-CU, which also receives locally trained sub-models
from vehicles. The MEC-CU performs FedAvg aggregation
and broadcasts the refined global model to all participants for
the next round.

The total training time per vehicle ¢ in round k is then
determined by the cumulative delays of local computation,
uplink/downlink transmission, and MEC-DU processing. For-
mally, it is given by

J /

k Dy [ (k k V. Vi
AP(g) === - (5( 4o+ it e

Jj=1 qu?n quS

(7N
where Dy, is the dataset size of vehicle ¢, ¢ is the mini-batch
size, 5" and &'™ are forward and backward times of the
local sub-model, V), and V;: are the sizes of activations and

their gradients, B( 7)n and B( ) denote uplink and downlink
throughput, and @ accounts for additional overhead at the
MEC-DU such as loss calculation.

Energy efficiency is a critical concern in vehicular networks,
where limited power budgets constrain continuous compu-
tation and communication. Efficient FSL offers a promising
solution by reducing energy consumption and prolonging the
operational lifetime of vehicular devices. In this context, the
energy consumption per local training round can be analyt-
ically modeled for both vehicles and DU servers. Let Eéj )
denote the energy consumed by vehicle ¢ during round j
and E7(,3,,)the energy consumed by DU server m. These are
formulated as [32]:

¢Z¢(P¢ .(5(k +5/¢m)+Pt Vi )
€

() _
EdJJ = B,

) . / (8)
P \
Ef) = % (5= (00, + 0, +©) + Pl - )

meM me
where P§ and Py, denote the average rated power of the
vehicle and DU server, respectively, 74 and 7, are the
efficiency factors, Pq‘i and P! are the transmission powers.
The total energy consumption is expressed as E(*), where

E® = > (E,(,Jl) + Eéj)), for one round k of FSL training
jEJ
across all participants.



In a real vehicular network environment, it is essential
to comprehensively consider multiple performance indicators
during the FSL training process, including model accuracy,
system latency, energy consumption, and network utilization.
For IID datasets in FL, an increased network utilization
rate contributes to improved model accuracy. Therefore, we
define the BF score, denoted by T, to quantify and balance
system performance during the multi-modal beamforming FSL
training process. Our objective is to maximize this score by
employing mixed selection policies:

_ T (k) (k) (k)
£ri1?nxu T = Zl (a@(AT , B\¥T ))
keK
st Tk > F(k)

min’

9
Vk € K, ©)

o= {—0[1, —O[Q,Oé;}}, ||aH1 =1

where T'(F) represents the network utilization rate, and we
impose a constraint on the minimum acceptable rate, as
insufficient participation degrades the effectiveness of FSL
training. The weights importance scores vector o comprises
positive coefficients « that balance the contributions of differ-
ent metrics.

IV. DESIGN OF THE OPTIMIZATION MODULE OF PRISM
A. Overview

We propose PRISM, a collaborative FSL framework tai-
lored for vehicular-edge environments. PRISM integrates
three joint decision variables, participation, server assignment,
and split-point selection, into a unified learning process.
The core idea is to enable vehicles to offload intermediate
activations to nearby MEC-DUs, which process the deeper
layers of the multi-modal fusion model and return gradients
for local updates. Such multi-modal split learning is typically
shown in Fig. 2, region (D). At the system level, the MEC-CU
coordinates FedAvg aggregation across vehicles and MEC-
DUs and broadcasts the refined global model at the end of
each round.

In dynamic mobility settings, PRISM leverages a policy
network Qéfl)icy to guide per-vehicle decisions. Each vehicle
evaluates its eligibility to join an FSL round based on server
proximity, throughput, and local computing capacity. Vehi-
cles predicted to act as stragglers are filtered out, avoiding
synchronization bottlenecks and improving round efficiency
(Alg.1, lines 2-5). For eligible participants, the policy network
further determines the most suitable MEC-DU assignment and
the modality-specific split points that balance computation and
communication costs (Alg.1, lines 6-12).

To enhance coordination, PRISM incorporates the
OptimizedMod () module, which maintains historical
system states such as distance, bandwidth, and computing
capacity obtained from region @) for region 3) off-policy
MARL training. This module dynamically orchestrates
vehicle participation, server selection, and fusion split
policies, jointly optimizing latency, energy consumption, and
load balancing (Alg.1, lines 13-17). After krqy FSL rounds,
the KDMod () module performs knowledge distillation,

Algorithm 1: PRISM: FSL Workflow for Multi-Modal
Beamforming.

Imput: Dy : {Xy o, Xy 1, Xy c}: multi-sensor data
Output: 95 N(K), 9§K>: FSL global optimized model

FN(0

105 b © /4 local model Initialization =/

2 for k£ € K do

/ * Jointly policies selection mechanism */
(k)

3 Pd¢’ Sd(w Ld4> — gpolicy

4 for y € J do

/% Eligibility filtering */
5 if > > xgmu=1and m e M then
meM reU
6 for ¢ € @ do
k k k k
7 08 Vi = FS (LY 110500y
/* Parallel edge syn-delay */
(k.5) k,j 1(k) 1(k) )
8 | By Al J)e6¢ 19 By
9 for e € E do
/* Parallel vehicle syn-delay =/
k k k
10 57(%) — ém)(Lg)[”((ﬁﬂ)/) +1,: Ny; V)
. 1 S
11 wfj?n «— w((bjm ) gz; VEym
12 BRI B Ve fy

13| OptimizeMod() « {A®(¢), B®) Ck Dk 1
4 | DUs-Upload() + {6",65710%). }

policy

/* Aggregation on MEC-CU x/

FN(k+1 d k
L R VI D O P iCA R TR

< ¢I
€D ey HEU

if kK < K — 1 then

16 ot . 0 timizeMod()
policy " er o+ (ot

17 0((;“ O Distribute(x;,;; ),ufﬁ + ))

18 if £ > kpq then
w | | KDMod() + 65N+

transferring knowledge from a high-capacity teacher model to
lightweight student CNNss, thereby enabling efficient inference
on resource-constrained vehicles (Alg.1, lines 18-19).

B. MARL-Assisted Optimization

The mixed selection problem is NP-hard; to address it,
we develop a MARL-based optimization module that learns
effective decision policies in dynamic IoV environments. Fol-
lowing the CTDE paradigm, global information is accessed
at the MEC-CU during training, while vehicles rely only on
local observations at deployment. Compared with standard RL,
this structure enables coordinated behavior and mitigates non-
stationarity via a centralized critic that captures inter-agent
interactions, yielding scalable and robust policies under partial
observability without inference-time signaling overhead.

In urban IoV scenarios with dynamic mobility and heteroge-
neous computing resources, we define py ,, as the computing
power gap between vehicle ¢ and DU-server m. Load bal-
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Fig. 2: PRISM framework MARL-TridexQmix optimization with multi-objective training for multi-modal beamforming.

ancing is also critical, since overloading a DU with too many The actions specify whether to participate in the current
vehicles degrades system performance. The MARL problem is FSL round, the selection of a DU if participating, and the
thus characterized by four elements: local observations, global choice of valid partition points in the Transformer-based
states, action sets, and reward functions, defined as follows. fusion model once a DU is assigned.

« Reward:r*(s* ak) represents the instantaneous reward
after all the vehicles execute action aX and CU will
interact with the environment based on the global state
and actions, which can be expressed as:

« Local observation: 0];5 represents the vehicle ¢-th limited
observation at section k, which can be expressed as:

kE _ k k k k
0% =93 2 2 Tgmu Bem Coymr Dgm

HEU et rF(s*,a) = 1T (o (F(AR), F(ED), F00))) - py
(10) (13)
where the first value represents the times participated till where f(-) is the normalization function to deal with the
the current FSL round, C§+m represents the current problem of different performance indicator ranges and p;
computing power for itself and the DUs, and DX m helps load balancing, which can be expressed as:
denotes the distances vector between them. ’
« Global state: s* represents the global observation by the pr=X(Bs pr+ (1= Fs) - pr) (14)
CU server at section k, denoted as: where the exponential moving average (EMA) is em-
sk — { ok 1), L(k—l)}’ (11) ployed to adaptively regulate the penalty associated with
m overload on the MEC-DU servers, which could otherwise
where oF is the set that describes all the vehicles’ degrade system performance. Specifically, \; denotes the
information and Lgf_l) is the vector of the historical penalty weight, p; represents the instantaneous overload-
loading of the DU servers. ing factor at time ¢, and p; is the smoothed penalty value
. Actions:a’;5 represents the mixed actions for jointly poli- obtained via EMA. The smoothing factor 5, € (0,1)
cies. Since we used the CTDE, each vehicle will make controls the tradeoff between responsiveness to current
the decisions based on its local observation at section k. overload conditions and stability over time.

@G = Thmp (12)



Algorithm 2: TriDec-QMIX for Federated Split Learn-
ing with Offloading (CTDE, Off-Policy)

1 Inputs: discount v, learning rate 7, target-update rate
7, branch weights {\s}se(p,,s,,0,}> Teplay buffer D.
2 For each agent i € {1,..., ¢}, initialize multi-head
utility network @Q;(6;) producing (Qf 4 Qf‘l, QiL L‘).
3 Initialize three branch-specific mixing networks:
02.), 6€{Py,Sq, Ly}

le ( mix

4 Initialize target networks: 0; < 0;, (65, )™ <07, .
5 Set replay buffer D <« .
6 fort € T do
/* Training Episode */
7 for k € K do
8 for each agent i do
/* masked branch-wise e-greedy x/
9 Sample ( Pa fd, fd) via e-greedy from
Qfd( Ti )’QzSd( T v')’ Qfd(Tikv )
10 Map to environment action:
as™ <+ g(afd,af“",af‘i).
i1l Execute joint action ag™ = (ai™, ..., ag").
12 Observe reward 7%, next global state skJrl and

new historical observations {71},
13 Store transition:
D« DU{(s*, {rf}, {af}, ¥, s {71 )]
/* Off-policy training */
14 if |D| > batch_size then
15 Sample mini-batch ¢ from D
16 for each sample in ¢ do
/* Current branch-wise utilities x/
17 for o, € {Pd,Sd,Ld} do
18 Compute Q (TF, f ;6;) for all 4,
Quon(s5,@%30) = fin @Yo, Q85005
/* Double-DQON targets per branch x/
19 f0r5 E{PSL} do
20 <—argmaxQ (tFL s 60;), Vi
2 Form a‘s**( 5*,...,a‘;‘*),
2 | Qi fon (L QU (rE el 0,) | s
/% Multi-branch loss and update */
23 L+ Zége{Pd,Sd,Ld} As, (3/5g - Qfgt(skv a’ ; 0))2
24 Update parameters: 6 < 0 — nVyL
/* Soft-update targets x/
25 0. 150, + (1 —75)0;,Vi;
| L 00 Bt (17 (055,079,

27 return TriDec-QMIX policy for OptimizeMod():
{9 }z 1 {eisnix}ise{deSd’Ld}

C. TriDec-QMIX: Multi-head Branch Coordination

QMIX [13] is a value-based MARL method under the
CTDE paradigm. It decomposes the joint action-value function
into a monotonic, non-linear combination of individual agents’
utilities using a constrained mixing network. This mono-

tonicity allows agents to act greedily on local observations
while maintaining a globally consistent policy. By enabling
coordination and improving stability, QMIX has been applied
successfully to diverse cooperative tasks in complex multi-
agent environments.
In FSL with offloading, decision-making requires a hierar-
chical selection process:
« Participation decision (P;): whether a vehicle joins the
training in the current FSL round;
o Server assignment (S;): which MEC-DU server to
offload the task to;
o Mixed split-point selection (L.): which multiple layers
serve as the mixed partition points between vehicle and
DU server.
To capture this multi-dimensional decision structure, we
propose TriDec-QMIX, an extension of QMIX that in-

troduces multi-head agent utilities and branch-specific
mixing networks, as is shown in Fig.2 region 3.
Speciﬁcally, each agent ¢ outputs three sets of Q-

values Q7 (7%, al"), Q7 (%, a?®), QF*(r7,ak*). In each
FSL round, Qf corresponds to the participation, server se-
lection, and split-layer decisions.

Q%: Tix As = R, § € {Py, Sq, La}, (15)

The global joint action-value is then factorized into three
branch-specific total Q-functions:

Ql(s,a’) = fan @), ., Q7% ad)is)  16)

where ()4 is the local utility of vehicle ¢, and 7 denotes the
action-observation histories of all the vehicles.

The Tridec-Qmixer network is also designed to satisfy the
monotonicity constraint:

o 1)
Gior > o,
0Q)!
which guarantees that the joint action that maximizes the total

Q-value can be obtained by selecting, for each agent, the action
that independently maximizes its own Q-function:

Vie {l, .. .,(Z)}7 0 € {Pd,Sd,Ld}, (17

arg maxg1 Q‘{ (1, at)

arg max ngt (r,a) = (18)
a

arg maxe Qg(T‘b, a®)

Each mixer fo. is constrained by the same monotonicity
principle as in QMIX, but conditioned on the global system
state (e.g., server load, available bandwidth, client computing
power). This branch-specific design enables the model to
capture heterogeneous dependencies across different decision
types while maintaining decentralized execution.

During training, TriDec-QMIX minimizes a weighted multi-
branch Bellman loss, which jointly updates the agent networks

and mixers:

L(8) =Es Ao (yd, — Q% (,a%0)% ], (19)

>

d€{P4,Sa,La}



where )\s; denotes the branch weight and the target y?, is given
by:

iow =7+ ymax Qi (7,05 07), 6 € {Pa, Sa, La}. - (20)

The procedure of TriDec-QMIX is summarized in Al-
gorithm 2. After initialization (lines 1-5), each vehicle i
is equipped with a multi-head utility network that outputs
three branch-specific utilities (Qf) d,Qfd,Qfd). In addition,
three branch-dependent mixing networks are constructed to
combine local utilities into global joint utilities under the
centralized training paradigm, while separate target networks
are maintained to stabilize training. A replay buffer is used
to store the transitions for off-policy updates. During each
episode, vehicles select branch-wise actions via a masked &-
greedy policy. The selected triple (a.” d,afd,afd) is mapped
into a valid environment action, and the joint action is then
executed. The environment returns a global reward, updated
observations, and the next global state, which are appended to
the replay buffer (lines 6-13).

When the buffer contains sufficient samples, TriDec-QMIX
performs off-policy training. For each branch §. € {P, S, L},
the current mixed Qfgt is computed through the corresponding
mixing network, while the Double-DQN [33] mechanism is
adopted to generate branch-specific target values y°< by decou-
pling action selection (online networks) and action evaluation
(target networks). The overall loss is defined as a weighted
sum of the squared temporal-difference errors across branches.
Network parameters are jointly optimized via stochastic gra-
dient descent, and target networks are updated through Polyak
averaging to ensure stability (lines 14-27).

This design preserves centralized training by leveraging full
global state information within the mixing networks, while
decentralized execution is enabled since each vehicle indepen-
dently selects its branch actions using only local observations
at runtime. Consequently, Tridec-Qmix contributes three main
advances: it (i) models hierarchical decision-making in FSL
via multi-head Q-functions, (ii) enables branch-specific coordi-
nation through dedicated mixing networks, and (iii) provides a
unified framework that jointly optimizes participation, offload-
ing, and partitioning decisions under the CTDE paradigm.

D. Distillation-Enhanced Federated Inference

Knowledge Distillation (KD) [34] is a widely used tech-
nique in machine learning (ML), where a large, high-capacity
model (the teacher) transfers its learned knowledge to a
smaller, more efficient model (the student). The goal is to en-
able the student to approximate the predictive behavior of the
teacher while retaining the benefits of reduced computational
cost, faster inference, and easier deployment.

In most formulations, KD is realized through a joint op-
timization objective that combines the conventional cross-
entropy loss with a divergence between the softened output
distributions of the teacher and the student. Formally,

Lxkp = aLep(y,ps) + 1—a)T? Lir(a ) qs), (21
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Fig. 3: Knowledge transfer from FedAttention to small CNN model

where ps denotes the student’s predictive probability distribu-
tion at unit temperature, g5 and ¢; are the temperature-softened
student and teacher distributions, 7" > 0 is the temperature,
and « € [0, 1] balances the two terms.

Let zgi),z,gl) € RC be the student and teacher logits for
(4)

sample 1, with C classes. We define ps’ = a(zgi)),qgi) =
()
o(% ) qt(z) = o(%), where o is the softmax layer.
Let y(® e {1,...,C} be the ground-truth class for sample

i, and let p‘g e (resp qg 2, qs, C) denote the c-th component.

For a single sample i, the cross-entropy loss against the
ground-truth label y(® is

Lop(y®,pl) = Z 1 [c = y(“} log pl!) = —logp{") .

! (22)
This term encourages the student to remain faithful to the hard
labels provided by the dataset.
Using temperature-softened probabilities, the Kullback—
Leibler (KL) divergence between the teacher and student
distributions for sample 7 is

c (4)

qu 1 qt{c.

c=1 (Is c

Lrr(a” 1¢) (23)

This term encourages the student to match the teacher’s
relative class probabilities (“‘soft targets”), thereby transferring
the teacher’s dark knowledge.

Combining (22) and (23), the per-sample KD objective is

()
(1-a Tzzq

)
Over a dataset of N samples, we minimize the empirical mean:

1 ()
N 2 Lk
=1

The temperature T' softens the logits, emphasizing inter-
class relations learning, while 72 compensates for the gradient
scaling introduced by softening, keeping the magnitude of
gradients comparable across different temperatures.

log pifi,(i))

£ =a(- (24)

Lxp = (25)



Algorithm 3: Knowledge Distillation and Multi-
Feature Matching for FedAttention Model

1 Inputs: Number of FSL rounds K, temperature 7';
loss weights «, 3; distillation datasets Dyg4. Teacher
ft (frozen), Student f; (trainable) with parameters 0s;
Multi-feature mappers {R; ,,}.

2 Tnitialize 6" and {RZ(OTL}

3 for k = kiq,..., K do

/* late-stage fixed distillation */
4 for e =1 to F do
foreach mini-batch {(xy,y)} ~ Diq do
/* Forward pass */
6 zt < fi(x), 25 < fs(x);
7 G 0(%), gs < o (F);
8 ps < 0(zs);
/* Before fusion-attention stage */
9 Extract {A{"} and {h{™1;
/* Compute multi-loss */
10 LKL < Zc Gt,c log Z:ﬁ
11 Lcg < —logps,y '
Us)y _ (L))
12 Lteat < Yo, yem | B (hs ™) = 1y
13 if ¢ < eyarm then
14 L®) « Leg;
15 oY ok — v, L),
16 else
/% CE + KL + feature matching */
17 L*) « (1 —a—B) Leg + oT? Ly, + BLtcat;
18 o) ok — vy L),
19 | Rl(ﬁ;rl) ~ Rf,, —nVg,,, L¥);

20 return Small CNN model f, Parameterized 0%

To further compress the model, distilling a transformer
with richer inter-class similarity structures into a lightweight
CNN, additional intermediate supervision can be incorporated
[35]. This encourages the student to mimic not only the final
predictions but also internal feature representations of the
teacher. The total loss is then extended:

Lxp=a-T? Lxr(q|as)
2
Ut
+8 D Hst,u(hElS))—hi )‘2

(Is,ly)eM
+ (1 - B) : £CE(yaps)7

(26)

where hgl") and hgl'“) are intermediate activations of the

teacher and student, respectively; [, ;, is a learnable lin-
ear transformation mapping student features to the teacher’s
representation space; Mgt specifies the layer pairs used for
feature alignment; and 3 is a weighting coefficient controlling
the contribution of this intermediate loss.

The coefficients o and B govern the trade-off among
three objectives: (i) preserving fidelity to ground-truth labels
via cross-entropy, (ii) imitating the teacher’s softened output

distribution via KL divergence, and (iii) aligning internal
feature representations through intermediate supervision. This
richer supervisory signal enables the student to capture both
the teacher’s high-level decision boundaries and its internal
representational knowledge, thereby improving generalization
and performance on downstream tasks.

Algorithm 3 outlines the proposed training procedure for
KD with soft targets and multi-feature matching in the Fe-
dAttention framework, where a compact student CNN is
distilled from a larger teacher model. Training begins in the
late-stage FSL round by initializing the student and feature
mapping modules (lines 1-2). In the warm-up epochs, the
student is trained only with cross-entropy loss on ground-
truth labels, while distillation and feature-matching terms are
disabled to stabilize optimization and avoid premature reliance
on teacher predictions. After warm-up, mixed distillation is
applied in subsequent rounds: for each mini-batch, teacher
and student logits are softened via temperature-scaled softmax,
and intermediate features are extracted before the fusion-
attention stage. The overall multi-loss is then computed as a
weighted combination of three terms: (i) the cross-entropy loss
with respect to the ground-truth label, (ii) the KL divergence
between teacher and student softened outputs (scaled by T2),
and (iii) the ¢y loss between intermediate features aligned
through learnable mapping layers (lines 6-12).

This composite loss jointly optimizes student parameters
and mapping layers, ensuring semantic alignment at the output
and structural alignment at intermediate levels (lines 13-19).
The final outcome is a lightweight inference-ready CNN
fusion model f,, capable of predicting the optimal beam
sector in resource-constrained vehicular environments, thereby
accelerating inference while maintaining competitive accuracy.

V. PERFORMANCE EVALUATION

To evaluate the performance and decision-making capabil-
ities of our proposed PRISM framework under realistic mo-
bility and networking conditions, we developed a customized
vehicular-edge simulation environment using Simulation of
Urban Mobility (SUMO) and NS-3 network simulator.

A. Vehicular Mobility Scenario

We first used OpenStreetMap data to extract the actual road
network and boundaries of the Bern urban area in Switzerland.
Then, we generate a set of SUMO taxi trips for a set of
vehicles departing at ¢ = 0 from road segments closest to the

(a) Vehicle track route A (b) Vehicle track route B

Fig. 4: vehicles track routes in different time steps
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four bus stations in Bern, and ensure every origin—destination
(O-D) pair is topologically reachable on the road network.

o Inputs: Network file: bern.net.xml (SUMO data); Picked
vehicle stations (Bern Hbf, Wankdorf, Biimpliz Nord,
Biimpliz Siid) with World Geodetic System (WGS84)
(Awgs Pwg) coordinates.

o Methods: Origins: For each station point (X, Y"), we find
nearby candidate origins among drivable edges by mini-
mizing the point—polyline distance to the edge geometry.
To increase robustness and avoid picking multiple frag-
ments of the same physical road, we select the 3 nearest
unique base edges. Destinations: For a given origin edge
ep, candidate destinations are all other drivable edges,
sorted by decreasing geometric distance from ey’s center.
We pick the edge e, that has not been used before as
a destination (global uniqueness), is at least d,,;, (1/3
geometric distance threshold in Bern) away from ej, and
is reachable according to sumolib’s shortest path.

o Outputs: Trips file: bern.trips.xml containing a set of
potential planned trips.

During the traffic flow simulation phase, SUMO runs for
60 time slots and outputs bern.fcd.xml (containing dynamic
trajectory data such as position, speed, and direction) and
bern.ns2.tcl (a mobile trajectory file that can be read by ns-3).

B. NS3 Network Simulation Setup

During the network simulation phase, ns-3 reads bern.ns2.tcl
and replicates vehicle movement, deploying the MEC servers
at picked stations in the urban area. Vehicles are sampled
once a time step, and their distance to each base station

and throughput are recorded. The simulation is configured
to emulate a dynamic, decentralized edge learning scenario
where multiple vehicles interact with distributed MEC-DU.
The environment consists of three types of nodes:

« Vehicles: Represent moving automated vehicles. Vehicles
adopt the SUMO Mobility Model, which captures real
vehicular movement in Bern areas. The maximum vehicle
speed is 35 km/h.

e MEC-DU Servers: Represent stationary edge servers
located at the network edge, e.g., roadside units (RSUs).
MEC-DU servers are assigned to be used at the picked
station in the Bern area.

e MEC-CU Server: Represents a stationary server used for
central aggregation and off-policy MARL training, which
is located at Bern HbF.

Server nodes are statically placed Bern urban area to
simulate a typical deployment in a city grid, where MEC-
DUs and MEC-CU are managed within the 5G O-RAN
architecture [36]. To simulate edge communication dynamics,
the simulation records network metrics in 60 time slots. NS-3’s
event scheduler Simulator: :Schedule is used to auto-
mate data logging at each time slot. The recording function
StepRecordTask () recursively schedules itself until the
simulation ends, ensuring periodic snapshots of vehicle-server
relationships across time.

By building the NS3 environment, dynamic server selection
and participation filtering can be done based on the current
network states. Moreover, we can evaluate synchronization
delay, resource efficiency, and communication overhead under
realistic vehicular conditions. In this way, training of the
OptimizedMod () decision policy using real-time multi-
agent interaction data, including mobility patterns and link
quality indicators. By embedding realistic vehicular mobility,
spatial server distribution, and dynamic wireless throughput,
this environment provides a robust foundation for evaluating
the scalability, adaptivity, and efficiency of decentralized FSL
strategies in intelligent transportation systems.

C. Simulation Hardware and Datasets

All simulations were conducted on our laboratory server
equipped with NVIDIA A40 GPUs, each with a maxi-
mum power capacity of 300 Watts and a total memory
of 46,068 MiB. We combine the customized vehicular-
edge simulation environment with FLASH datasets [10],
which is a first-of-its-kind FL-based multimodal beamforming

TABLE II: Simulation Configuration Parameters[37]

Parameter Value

Vehicle Transmit Power (dBm) P} 20
MEC Server Transmit Power (dBm) P(;” 46
Vehicle Maximum Moving Speed (km/h) 35
Vehicle-DU Maximum throughput (Mbps) 500
Vehicle Compute Power (FP32 TFLOPS) 5.3
DU Compute Power (FP32 TFLOPS) 374
Vehicle/DU Compute Utilization Rate 0.5-1
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for different methods.

training dataset used in urban areas. This datasets com-
prise a 23 GB real-world corpus that time-synchronises
60 GHz RF ground-truth from 64 beam sectors with GPS
(1 Hz), 30 fps GoPro video, and 10 Hz Velodyne Li-
DAR streams. It spans four carefully curated scenarios,
LOS drive-bys, pedestrian-blocked, static-vehicle-blocked, and
moving-vehicle-blocked, yielding 210 episodes and 31900
labelled samples and probing mmWave propagation under
diverse V2X conditions. In the FLASH paper, a fusion model
is used to cut the IEEE 802.11ad sector-selection latency by
52.8% while preserving 89.3% of the optimal throughput.

D. Benchmark

To validate the effectiveness of our framework, we select
the state-of-the-art methods, including:

o FLASH: FLASH is the first FL-based fusion architecture
in which learned knowledge is collaboratively shared
across vehicles, enabling improved model generalization
compared with local learning [10].

o FLASH-and-Prune: This approach employs an extra
pruning module with magnitude-based unstructured prun-
ing that jointly considers both loss reduction and model
size, thereby reducing communication overhead during
FL training [12].

o FedAttention: A federated attention-based framework
that fully leverages a CNN-Transformer architecture,
comprising four sequential stages: initial feature ex-
traction, downsampling, Transformer-enhanced encoding,
and fusion attention. This design improves Top-1 beam
prediction accuracy by 20.84% compared to the FLASH
model, albeit with an increase in computational cost. To
improve the model’s generalization ability, this fusion
model is adopted as the primary architecture for training
in all simulations and experiments [29].

« Single-shot network pruning (SNIP): SNIP provides a
rapid and efficient method for compressing DNNs by
removing redundant weights in a single step, without
iterative retraining. Based on connection sensitivity, pa-
rameters falling below a predefined threshold are frozen
prior to the FL iterations, effectively reducing memory

usage and enabling deployment in resource-constrained
environments [38].

o FedPrune: This variant employs adaptive pruning in two
stages: an initial pruning step applied before the start
of federated iterations, followed by dynamic pruning
during training with an adjustment factor (AF) of 10. The
pruning strategy is updated based on important scores
calculated by weights and gradients [39].

o SEFSL: The SEFSL approach maintains 80% of par-
ticipants, selects the closest DU servers during training,
and employs randomized policies for split-points from
a predefined set. SEFSL leverages FSL for distributed
learning with potential Transformer migration.

E. Results Analysis

1) Overall effectiveness: In this subsection, we test
PRISM’s performance in the real dynamical vehicular envi-
ronment in Bern with Ns-3 network and SUMO Mobility
Model. The network throughput among vehicles and MEC-
servers fluctuates within 500 Mbps. Whether it is a vehicle
or MEC server, its computing power will fluctuate over time,
as the effective resource utilization rate is between 0.5x and
Ix. Based on the vehicles’ trajectories and collaborative FSL
training with MEC servers, we obtain the following results.

During the training simulations, we selected the
transformer-encoded fusion model as the primary framework
due to its strong generalization capability, requiring fewer
rounds to achieve higher accuracy. As shown in Fig.

TABLE III: Hyper-Parameters Configuration of TridecQmix

Parameter Value
Multi-objective weights {a1, az, as} 1/3,1/3,1/3
Discount factor 0.99
Batch size 128
Hidden dim of NN layers 128
Learning rate le-4
Optimizer selection Adam
Target network soft update rate 7 0.001

Norm-based gradient clipping threshold 10
Number of training episodes 10000
e-greedy decay factor 1/3e-4




TABLE IV: Average Parameters on the vehicles of Different
Methods during the training stage (x107)

PRISM | SEFSL | SNIP
0.61 1.04 1.98

FedPrune
1.97

FedAttention
2.84

7(a), PRISM achieves approximately 80.31% Top-1 beam
prediction accuracy within 60 FSL rounds, which is close
to the highest accuracy of 82% achieved by FedAttention
and FedPrune, while maintaining network utilization above
88.5%, demonstrating the effectiveness of PRISM in
selecting participating vehicles. In contrast, SNIP prunes
the model based on gradient sensitivity estimation prior
to training, which can misidentify weights that are crucial
for subsequent learning. This misjudgment reduces the
model’s representational capacity and leads to lower accuracy.
Meanwhile, SEFSL, despite an 80% client participation rate,
yields the lowest beam prediction accuracy, underscoring the
critical role of efficient network utilization.

To evaluate the energy efficiency of different methods, we
adopt violin plots to depict the distribution of maximum energy
consumption across FSL rounds, measured in kWh, as shown
in Fig. 7(b). The violin plot employs kernel density estimation,
where the width of each “violin” reflects the probability
density of the data distribution. As observed, nearly all data
points for PRISM fall below 0.04 kWh, with an average
per-vehicle energy consumption of 0.0243 kWh per round.
This represents a 73.05% improvement over conventional FL
training. Furthermore, PRISM, as an energy-aware method,
consistently outperforms other benchmark algorithms, achiev-
ing improvements in the range of 67.60-70.37%.

Fig. 7(c) depicts the box plots of training wall clock time
across FL rounds for the evaluated methods. Each box denotes
the interquartile range, with the central line indicating the me-
dian and circles marking outliers. PRISM achieves the lowest
training time, with a median of 3.87 minutes and a narrow
interquartile range, demonstrating both efficiency and stability.
By comparison, FedPrune and SEFSL exhibit higher median
times of 6.49 and 5.43 minutes, corresponding to reductions of
40.06% and 28.73%, respectively. Notably, SEFSL shows the
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largest variability due to randomized policies for mixed split
points. Overall, PRISM improves training efficiency by up to
45.57%, underscoring its superior capability in reducing both
computation and communication time relative to the baselines.

In terms of memory usage, PRISM achieves the lowest
average parameter size on vehicles, with 0.61 x 107 parameters,
as reported in Table IV. This represents a 78.52% reduction
compared to FedAttention, and approximately 69% savings
relative to other pruning-based methods, showing PRISM’s
effectiveness in minimizing memory requirements while main-
taining competitive performance.

2) Beam inference efficiency: Real-time beam prediction
latency is critical for efficient multi-modal beamforming. The
previous FLASH framework [10] completes four steps: data
acquisition, preprocessing, model inference, and sector sharing
within approximately 0.6 ms end-to-end. To further assess
inference performance, we compare PRISM against FLASH,
where PRISM_r employs the KD-based model and PRISM_n
adopts the transformer-fusion model. As illustrated in Fig. §,
PRISM_r achieves a comparable 63% Top-1 beam prediction
accuracy to FLASH-and-Prune while requiring less than half
the model size (15.8 MB), thereby accelerating the beam
prediction stage and reducing memory usage on resource-
constrained vehicles. Moreover, when vehicles are equipped
with a powerful on-board CPU chip, the PRISM_n model is
preferable, as it delivers 17% higher beam prediction accuracy.

3) Energy efficiency: The real driving cycle (RDC) char-
acterizes electric vehicle (EV) trips following the European
real-driving emissions (RDE) test procedure, while the short
RDC (SRDC) represents trips with identical operation modes
but shorter distances [40]. The occupied energy ratio is defined
as the training energy cost relative to the specific energy
consumption during the RDC. We evaluate this ratio under
urban driving conditions, as illustrated in Fig. 9, where the
average vehicle speed ranges from 15 to 25 km/h with a
95% confidence level. PRISM achieves the lowest energy
ratios of 15.68% in SRDC cases and 14.47% in RDC cases,
significantly outperforming the best benchmark, SNIP, which
records about 67.60% under both scenarios. It demonstrates
that PRISM substantially improves energy efficiency, reducing
the energy ratio to nearly one-fourth of the original method.
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4) Computing Power influence: We investigate the impact
of the MEC server’s computing power on our framework and
examine how PRISM benefits from SL. To this end, we vary
the computing power factor of DU servers from 0.25x to 2x
of the original settings. As illustrated in Fig.10, when the DU
server operates at 0.25x%, the system’s performance deteriorates
to the level of the baseline FedAttention. Conversely, when the
DU server’s computing power is doubled, PRISM achieves
an average computation time reduction of 13.24% across
FL rounds. Nevertheless, the performance gains from more
powerful MEC servers remain constrained by the fixed com-
putational load on vehicles and the communication overhead.
Overall, the results demonstrate that PRISM maintains strong
training efficiency when the DU computing power ranges from
0.5x to 2x.

VI. CONCLUSIONS

In this paper, we propose PRISM, a mixed-policy reinforced
lightweight FSL framework for multi-modal beamforming in
the IoV. The framework jointly optimizes system energy,
training efficiency, and utility through a novel MARL op-
timization module TridecQmix, which leverages multi-head
utilities and branch-specific mixing networks for coordinated
vehicle participation, server assignment, and modality-aware
partitioning. To ensure realistic evaluation, we integrated the
SUMO mobility model with NS-3 networking to simulate real
vehicular trajectories in Bern. Results demonstrate that PRISM
achieves 80.31% Top-1 beam prediction accuracy within only
60 FSL rounds, while reducing energy consumption by more
than 67.60% across benchmarks and achieving an occupied
energy ratio as low as 14.47% in RDC scenarios. Moreover,
PRISM improves training efficiency with up to 45.57% reduc-
tions in computation and communication costs and 69% mem-
ory savings compared with pruning-based methods. During
inference, the distilled PRISM_r variant maintains the same
prediction accuracy as FLASH-and-Prune but with less than
half the model size, thereby satisfying 5G NR requirements
for real-time beamforming and resource-constrained vehicles.
Results based on the real-world datasets validate the overall
efficiency and scalability of the PRISM framework.
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